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SQL - DATA DEFINITION

England and America are two countries separated by a common language.

George Bernard Shaw (1856-1950)

LEARNING OUTCOMES

At the end of this chapter the reader will be able to:

e Describe the history of the standard database sublanguage SQL
e Define the common data types available in SQL

e Describe the key features of the create table statement

e Discuss mechanisms for defining schemas in SQL

¢ Discuss standardisation of system tables among DBMS
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INTRODUCTION

In the three chapters in this part of the book we contrast the theory of the rela-
tional data model as described in Chapter 7 against the contemporary practice of
relational database systems. Contemporary practice is primarily centred around a
language known as SQL (Structured Query Language). SQL was originally
designed as a query language based on the relational calculus. However, the
current specification of SQL makes it a lot more than simply a query language,
and it is more accurately described as being a database sublanguage. It is a
programming language but not a full application development language: a formal
language designed specifically for database work. This database sublanguage has
become the standard interface to relational, and non-relational, DBMS.

THE HISTORY OF SQL

SQL has its origins in work done at the IBM research laboratory in San Jose,
California during the early 1970s (Melton and Simon, 1993). Here a prototype
implementation of relational concepts named System/R was built. This early
relational DBMS embodied a language then known as SEQUEL - the name was
changed later to SQL for legal reasons. This is why many people still refer to
the SQL language as ‘sequel’.

During the years 1973 to 1979 IBM researchers published a great deal of
material about the development of System/R in academic journals. This period
was characterised by intense discussion about the validity of relational DBMS
at conferences and seminars both in the USA and in Europe. IBM however was
undoubtedly slow to see the commercial relevance of relational systems. It fell
to the ORACLE Corporation, founded in 1977, to first exploit successfully in
the commercial world the ideas underlying the relational data model.

ORACLE was, and is, an SQL-based RDBMS. Many other vendors also
produced systems that support SQL. For these reasons, in 1982 the American
National Standards Committee gave its database committee (X3H2) the remit
to develop a standard Relational Database Language (RDL). This committee
finally produced a definition for a standard SQL syntax in 1986 primarily based
on the IBM and ORACLE dialects of SQL. The International Standards
Organisation followed suit with a publication of much the same standard in
1987 (ISO, 1987). This standard is also known as SQL1. The original ANSI docu-
ment specifies two levels for SQL1: level one and level two. Level two is the
complete SQL language. Level one is a subset of level two originally intended
to act as the intersection of existing implementations

Following its publication, a number of criticisms were made of the ANSI/ISO
standard, most notably by database personalities such as E.F. Codd (Codd,
1988a, b) and C. Date (Date, 1987). Many people viewed the standard as being
the lowest common denominator among implementations. Others saw the
language as having more serious defects, particularly in its ability to address
relational constructs.
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In response to some of these criticisms, an addendum to the standard was
published in 1989 by ANSI, primarily addressing a number of integrity
enhancement features. Much of the material in this addendum was included
in a working draft of a proposed second version to the standard, also published
by ANSI in 1989. ISO, working in close collaboration with ANSI, published a
document in the same year entitled ‘Database Language SQL with Integrity
Enhancement’ (ISO, 1989).

In 1992 both ANSI and ISO brought out a complete specification for an
extended version of SQL known as SQL2 — sometimes referred to as SQL92 (ISO,
1992). Two subsets were specified for this standard: entry level and intermedi-
ate level. Entry SQL2 is fundamentally the same as SQL1 with integrity
enhancement. Additional features are incorporated in the Intermediate level.
This is the standard fundamentally addressed in this chapter. Further substan-
tial enhancements to the SQL2 standard were agreed and a version known as
SQL3 was produced in 1999 (ISO, 1999a,b). We briefly review some of the
proposed features of SQL3 in Chapter 31.

Thus, there is not one standard, but at least three (see Figure 11.1). This
means that any given implementation of SQL may support all or part of the
three versions of the standard. At the time of writing, most implementations
support SQL1 and SQL89 but none currently support all the features of SQL2,
although a number of DBMS support a significant number of features. This is
one of the reasons why most vendor implementations are best regarded as
dialects of the SQL standard. In other words, they find common ground in
many respects, usually formulated around some definition of the core or level
one of the SQL1 standard and the integrity enhancement feature of SQL89. In
other respects they differ by not adhering to either the SQL1 or later standards
in certain areas (data types is a good example). Also, some implementations
offer additional facilities not included in the standard.

SQL3 (1999)

SQL2 (1992)

SQL IEF (1989)
SQL1 (1986)

Level 1
Level 2

Figure 11.1 [ISO/ANSI standards.
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11.3 @ UNIVERSITY DATABASE

In the chapters in this part we shall use an extended version of the university
database first introduced in Chapter 7 to illustrate the key features of data defi-
nition, data manipulation and data integrity in SQL. The relevant tables are
displayed below:

Modules

moduleName level courseCode staffNo
Relational Database Systems 1 CsD 234
Relational Database Design 1 CsD 234
Deductive Databases 3 CsD 345
Object-Oriented Databases 3 CSD 345
Distributed Database Systems 2 CSD 237

Intro to Business 1 BSD 123

Basic Accountancy 1 BSD 145
Lecturers

staffNo staffName status deptName salary
234 Davies T L Computer Studies 20000.00
237 Patel S SL Computer Studies 27500.00
345 Evans R PL Computer Studies 35500.00
123 Smith J L Business Studies 20000.00
145 Konstantinou P SL Business Studies 27500.00

A DATABASE SUBLANGUAGE

SQL is a standard database sublanguage for relational database systems
(Chapter 7). In its latest standard — SQL3 - it is also a standard database sublan-
guage for post-relational database systems (Chapter 10). In this chapter we
concentrate on those parts of the language devoted to fulfilling aspects of the
relational data model. Post-relational features are covered in Chapter 31.

The SQL2 standard can be divided into four major parts:

® Data definition. Those commands concerned with declaring the structure of
schemas and tables. Data definition is the topic of the current chapter

® Data manipulation. Those commands concerned with retrieving data and
updating data in tables. This is the topic of Chapter 13

® Data integrity. Much of the idea of data integrity is attached to data defini-
tion in SQL. For convenience we consider those commands concerned with
declaring entity, referential and domain integrity in Chapter 12

® Data control. Those commands concerned with administering the database
are considered as part of the database administrator’s toolkit in Chapter 26
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There is also one command primarily concerned with the management of
performance - Create Index — which is covered in Chapter 28.

THE CREATE TABLE STATEMENT

Data definition involves facilities for maintaining schemas and tables. To form
a table using SQL the user needs to specify four components:

® Name of the table

® Name of each of the columns in the table
® Data type of each column

® Maximum length of each column

These four items are formulated together in a CREATE TABLE command having
the following basic format:

CREATE TABLE <table name>
(<column name> <data type> (<length>),
<column name> <data type> (<length>),

)

Example [ |

The statement below, for instance, demonstrates how the modules table might be
created using some of the data types defined in the SQL2 standard and described
in the next section:

CREATE TABLE Modules
(moduleName CHARACTER(15),
level SMALLINT,
courseCode CHARACTER(3),
staffNo INTEGER)

11.6.1

DATA TYPES

Data types act in part as a definition for domains (Chapter 7); they define
certain properties concerning the allowable values for a column. Every data
value within a column must be of the same type. The SQL standard defines
some fifteen data types organised into the following groups:

STRING TYPES

String data consists of a sequence of characters from some defined character set
such as ASCII or EBCDIC.



162 @ DATABASE SYSTEMS

® CHARACTER(N). A character string of fixed length. When a string less than
the specified length (N) is input, spaces are added to the end of the string.
Can be abbreviated to CHAR

® CHARACTER VARYING(N). A character string of minimum length 1 and
maximum length determined by the system. When a string less than the
specified length (N) is input, only the actual length is stored. Can be abbre-
viated to VARCHAR

® BIT(N). Bit strings are used to define a sequence of binary digits and are
primarily used for graphics and sound data

® BIT VARYING(N). Variable-length bit strings

Example |:|

ModuleName CHARACTER(15) specifies a fixed-length character string of 15 char-
acters for the name of a module.

11.6.2

NUMERIC TYPES

There are two major types of numeric data: exact numeric data such as INTE-
GER and approximate numeric data such as REAL.

® NUMERIC(M,N). A synonym for decimal

® DECIMAL(M,N). A decimal number of length M with N places after the deci-
mal point. Can be abbreviated to DEC

® INTEGER. An integer between the maximum system-defined values. Can be
abbreviated to INT

SMALLINT. An integer between a smaller range of system-defined values
FLOAT. A number stored in floating-point representation

REAL. A synonym for float

DOUBLE PRECISION. A synonym for float

Example |:|

StaffNo INTEGER declares this identifier to be a standard integer.

11.6.3

DATETIME TYPES

Datetime data is used to define points in time to a specific level of accuracy.
INTERVAL is not strictly a datetime data type as it is used to specify periods of
time.

® DATE. System-defined dates
® TIME. System-defined times
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® TIMESTAMP. Dates and times, including allowance for fractions of a
second

® INTERVAL. Intervals between dates

Implementations differ in their support for these data types.

We do not use any such data types in our sample database. However, suppose we
wished to add a start date for a lecturer. This might be defined as startDate DATE.

NOT NULL AND UNIQUE

Any column in a table can be specified as being NOT NULL. This means that
the user is then unable to enter null values into that column. The default spec-
ification for a column is null. That is, null values are allowed in a column.

Any column can also be defined as being UNIQUE. This clause prohibits the
user from entering duplicate values into a column. The combination of NOT
NULL and UNIQUE can be used to define the characteristics of a primary key
(Chapter 7).

Example |:|

For instance:

CREATE TABLE Modules

(moduleName CHARACTER(15) NOT NULL UNIQUE,
level SMALLINT,

courseCode CHARACTER(3),

staffNo INTEGER)

DEFAULT VALUES

A clause can be added to a column definition specifying the value a column
should take in response to incomplete information being entered by the
user.

Example |:|

For instance, a DEFAULT <value> specification can be added to the level column for
modules indicating that the default level should be 1.

CREATE TABLE Modules
(moduleName CHARACTER(15) NOT NULL UNIQUE,
level SMALLINT DEFAULT 1,
courseCode CHARACTER(3),
staffNo INTEGER)
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11.9 @ DROP TABLE

Table definitions can be created and table definitions can be deleted. To
remove a table from the database we use the following command:

DROP TABLE <table name>

Example |:| For instance:

DROP TABLE Modules

11.10 @ MODIFYING TABLES

To reiterate some of the discussion of Chapter 6, the ideal of data indepen-
dence dictates that a database administrator should be allowed to modify the
structure of a database without impacting on the users or application programs
which access this database. In practice, SQL-based products support only a
limited form of data independence. The database administrator is allowed to:

® Add an extra column to a table

Drop a column from a table

Modify the maximum length of an existing column
Add a new table constraint (see Chapter 12)

Drop a table constraint (see Chapter 12).

Set a default for a column

Drop a default for a column

Each operation is specified using the ALTER TABLE command.

Examples |:| For instance:

ALTER TABLE Lecturers
ADD COLUMN roomNo SMALLINT

ALTER TABLE Lecturers
ALTER COLUMN staffName VARCHAR(20)

ALTER TABLE Lecturers
DROP COLUMN staffName

ALTER TABLE Modules
ALTER level SET DEFAULT 3
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THE SYSTEM TABLES

Whenever a table is created, altered or dropped, updates occur to a set of
system tables. These tables constitute a meta-database for use by the database
administrator. However, the SQL1 and SQL89 standards do not define the
structure of this meta-database. This means that the names given to the system
tables, and indeed the schema of the system tables, are different in each rela-
tional DBMS. SQL2 has attempted to address this problem by introducing the
idea of standard views of the system tables (Chapter 26).

SCHEMAS

In SQL2 each user may use many named schemas. A schema is defined using a
create schema statement which allows tables and views to be declared part of the
schema.

Example |:|

We might create an academic schema with the modules table as a part and declare
it for access by a user name AccDiv:

CREATE SCHEMA Academic AUTHORISATION AccDiv
CREATE TABLE Modules(. ...

Once a schema is declared, further tables or views may be defined as part of it
using CREATE TABLE or CREATE VIEW (Chapter 26) statements. The name
given to a table must be unique within a schema, but the same name can occur
across schemas. To resolve naming conflicts a table name may need to be qual-
ified by a schema name, either explicitly as in Academic.Modules, or implicitly
by using the concept of a default schema. A default schema is associated with
each session that a user has access to a database. Normally this is defined at
logon time. However, a SET SCHEMA statement can be used to change the
default schema.

Example [ |

For instance:
SET SCHEMA Administration

Schemas can be dropped using the DROP SCHEMA statement. For instance:
DROP SCHEMA Academic




166 @ DATABASE SYSTEMS

11.13 @

11.15 @

CATALOGS

A catalog is a named group of schemas. However, there is no create catalog
statement defined in the standard. This is implementation-dependent. Schema
names must be unique within a catalog and naming conflicts must be resolved
by a similar process of qualification as for tables. In other words, the full name
of a schema object is made up of three components: the catalog name, the
schema name and the table name. Each catalog should contain a schema called
INFORMATION_SCHEMA which defines a number of views for system tables
with names such as TABLES and COLUMNS, providing access to information
on defined tables and columns in the data dictionary.

CASE STUDY: INSURANCE POLICIES

Suppose we are an insurance company. Our business primarily revolves around
insurance policies — effectively a financial product assuring risk between the
holder of the policy and some events such as death, building damage or car
accident. A basic part of the database of the insurance company is likely to be
organised in the following fashion:

Policies(policyNo, holderNo, startDate, premium, renewalDate, policyType)
PolicyHolders(holderNo, holderName, holderAddress, holderTelno)

We may create two SQL data structures for this database in the following fashion:

CREATE TABLE Policies
(policyNo CHARACTER(4) NOT NULL UNIQUE,
holderNo CHARACTER(4) NOT NULL,
startDate DATE,
premium DECIMAL(8,2),
renewalDate DATE,
policyType CHARACTER(10))
CREATE TABLE PolicyHolders
(holderNo CHARACTER(4) NOT NULL UNIQUE,
holderName CHARACTER(20),
holderAddress CHARACTER(50),
holderTelNo CHARACTER(12))

SUMMARY

e SQL has become the dominant sublanguage for interacting with databases. A
number of versions of an ANSI and ISO standard for SQL have been produced. The
standard SQL3 addresses two major issues: enhanced relational capabilities and
object-orientation. This is the topic of Chapter 31

e SQL has a data definition part, a data manipulation part and a data integrity part.
There is also the issue of data control which is addressed in Chapter 26
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e Data definition in SQL centres around the CREATE TABLE statement
e A column of a table can be defined on a number of existing data types

e A NOT NULL statement may be used to prohibit the entry of null values into a
column

e A UNIQUE statement may be used to ensure unique values for a column

e Tables may be dropped from a database and certain aspects of their structure may
be altered

SQL2 permits the definition of schemas and catalogs

ACTIVITIES

1. Produce CREATE TABLE statements for the Goronwy Galvanising case specified in
Chapter 3.

What data types are appropriate for each column in these tables and why?

Where is NOT NULL relevant?

Where is UNIQUE relevant?

a & w0 N

Where is DEFAULT relevant?
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Integrity without knowledge is weak and useless, and knowledge without integrity is
dangerous and dreadful.

Samuel Johnson (1709-84)

LEARNING OUTCOMES

At the end of this chapter the reader will be able to:

e Describe the implementation of entity integrity using SQL

e Relate the implementation of referential integrity using SQL
e Describe the implementation of domain integrity using SQL

e Discuss the implementation of table constraints using SQL

168
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INTRODUCTION

In this chapter we discuss the range of SQL commands available for imple-
menting the inherent integrity of the relational data model - entity, referential
and domain integrity. SQL3 (Chapter 31) contains commands which can be
used to implement additional integrity in either a procedural or a declarative
manner.

Up until the early 1990s most self-styled relational DBMS were deficient in
implementing the inherent integrity of the relational data model. However,
SQL89 (ISO, 1989) offers a means of declaring primary and foreign keys and
declarations for domains. Most DBMS have now implemented these facilities.
However, only some DBMS have implemented commands for declaring
domains explicitly.

ENTITY INTEGRITY

Entity integrity concerns primary keys. Entity integrity is an integrity rule
which states that every table must have a primary key and that the column or
columns chosen to be the primary key should be unique and not null.

In SQL89 we can add a primary key specification to a create table statement.
There are two ways of doing this. First, we can include a clause next to the
appropriate column.

Example |:|

CREATE TABLE Modules
(moduleName CHARACTER(15) PRIMARY KEY,
level SMALLINT,
courseCode CHARACTER(3),
staffNo NUMBER(5))

This declares moduleName to be the primary key of the Modules table.

Second, we may add a clause at the end of the table definition.

Example |:|

CREATE TABLE Lecturers
(staffNo NUMBER(5),
staffName VARCHAR(15),
status VARCHAR(10),
deptName VARCHAR(20),
salary DECIMAL(7,2),
PRIMARY KEY (staffNo))

This clause declares staffNo to be the primary key of the Lecturers table.
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If two or more columns of a table act as a compound primary key then this may
be declared as a sequence delimited with commas.

Example |:|

Suppose we wished to implement the table with the following structure:

ModuleAssessment(moduleNo, studentNo, assessmentNo, grade)

We would declare the primary key to be:

PRIMARY KEY (moduleNo, studentNo).

It is important to recognise that if a primary key clause is added to a table defi-
nition then the clauses unique and not null as described in Chapter 11 do not
have to be used to enforce these properties of a primary key.

REFERENTIAL INTEGRITY

Referential integrity concerns foreign keys. The referential integrity rule states
that any foreign key value can only be in one of two states. The usual state of
affairs is that the foreign key value refers to a primary key value of some table
in the database. Occasionally, and this will depend on the rules of the business,
a foreign key value can be null. In this case we are explicitly saying that either
there is no relationship between the objects represented in the database or that
this relationship is unknown.

Referential integrity is achieved in SQL89 via foreign key specifications. The
foreign key specified below identifies the associated table.

Example [ |

CREATE TABLE Modules
(moduleName CHARACTER(15),
level SMALLINT,
courseCode CHARACTER(3),
staffNo NUMBER(5),
PRIMARY KEY (moduleName)
FOREIGN KEY (staffNo REFERENCES Lecturers))

Here the staffNo column is declared as a foreign key to the primary key of the
Lecturers table — the column staffNo.

CREATE TABLE Lecturers
(staffNo NUMBER(5),
staffName VARCHAR(15),
status VARCHAR(10),
deptName VARCHAR(20),
salary DECIMAL(7,2),
PRIMARY KEY (staffNo))
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By examining the Modules table in Chapter 7 we can verify that each Module
has a staffNo value, and that each staffNo value corresponds to a value exist-
ing in the Lecturers table. In this case we can say that the relationship between
module and lecturer is mandatory. Every module is assigned to a lecturer. No
module record has a null staffNo value.

Example | ]

To enforce this refinement of our foreign key specification we need to add a not null
clause to the foreign key definition as below:

CREATE TABLE Modules
(moduleName CHARACTER(15),
level SMALLINT,
courseCode CHARACTER(3),
staffNo NUMBER(5) NOT NULL,
PRIMARY KEY (moduleName)
FOREIGN KEY (staffNo REFERENCES Lecturers))

PROPAGATION CONSTRAINTS

Maintaining referential integrity in a relational database is not simply a case of
defining when a foreign key should be null or not. It also entails defining prop-
agation constraints. A propagation constraint details what should happen to a
related table when we update a row or rows of a target table (Chapter 7).

Example |:|

The foreign key also has two propagation constraints defined. The specifications
below make no action to a module’s staffNo if an associated lecturer record is
attempted to be deleted. It also specifies that any change made to the staff number
of a lecturers record should be reflected in all relevant module rows.

CREATE TABLE Modules
(moduleName CHARACTER(15),
level SMALLINT,
courseCode CHARACTER(3),
staffNo NUMBER(5) NOT NULL,
PRIMARY KEY (moduleName)
FOREIGN KEY (staffNo REFERENCES Lecturers)
ON DELETE NO ACTION
ON UPDATE CASCADE)

Propagation options (called referential actions) in SQL2 (ISO, 1992) are:

® NO ACTION. This corresponds to the restricted option discussed in Chapter
7. It rejects the delete action on the table containing the primary key reference
by the foreign key. This is the default setting in the absence of a specified
ON DELETE constraint
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® CASCADE. This corresponds to the cascades option discussed in Chapter 7.
It causes automatic deletion of associated rows in the foreign key table
following deletion of the row or rows in the primary key table

® SET DEFAULT. This causes deletion of the row in the primary key table
followed by setting the foreign key values to the default specified on the
foreign key

® SET NULL. This corresponds to the nullifies option specified in Chapter 7.
Following deletion of rows in the primary key table it sets the associated
foreign key values to null

DOMAIN INTEGRITY

As we mentioned in Chapter 7, domains are an important concept in the rela-
tional data model. SQL2 (ISO, 1992) offers a weak form of support for
domains. A certain degree of domain integrity can be specified using data
types. A check clause can also be added to enforce valid updates. The format of
the CHECK command is:

CHECK <search condition>

Hence any search condition that may be used in a SELECT command (Chapter
13) can be used in a CHECK.

Example [ |

We can enforce that a value entered into the level column is within a specified set
or that staff numbers lie within a given range, as below:

CREATE TABLE Modules
(moduleName CHARACTER(15),
level SMALLINT,
courseCode CHARACTER(3),
staffNo NUMBER(5),
PRIMARY KEY (moduleName)
FOREIGN KEY (staffNo identifies Lecturers)
ON DELETE NO ACTION
ON UPDATE CASCADE,
CHECK (level IN 1,2,3))

CREATE TABLE Lecturers
(staffNo NUMBER(5),
staffName VARCHAR(15),
status VARCHAR(10),
deptName VARCHAR(20),
salary DECIMAL(7,2),
PRIMARY KEY (staffNo),
CHECK (staffNo BETWEEN 10 AND 9999))
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In SQL2 a domain represents a set of permissible values. A domain is defined
in a schema and is identified by a domain name. The primary purpose of a
domain is to constrain the set of valid values that can be stored in a column.
A domain definition may specify a data type, a domain constraint and a
default clause. Domains are declared using a CREATE DOMAIN statement.

Example |:| CREATE DOMAIN Levels AS INTEGER(1),

DEFAULT 1,

CHECK (VALUE BETWEEN 1 AND 3)

Domain names can then be used instead of data types in column definitions.
Example |:| level Levels

An ALTER DOMAIN statement is also defined which can be used to add a new
constraint, set a new default value or drop a constraint or default value from
an existing domain definition. There is also a DROP DOMAIN command.

TABLE CONSTRAINTS

A table constraint is a named constraint clause which forms part of a table defi-
nition. The advantage of naming a constraint in this manner is that such a
constraint can be dropped from a table at some later date using the ALTER
TABLE command (Chapter 11). Table constraints can also be added to a table
using this command.

Example | ]

CREATE TABLE Modules
(moduleName CHARACTER(15),
level Levels,
courseCode CHARACTER(3),
staffNo NUMBER(5)
CONSTRAINT StaffQuotaCheck
CHECK(NOT EXISTS(SELECT staffNo
FROM Modules
GROUP BY staffNo
HAVING COUNT(*)>6)),
PRIMARY KEY (moduleName)
FOREIGN KEY (staffNo identifies Lecturers)
ON DELETE NO ACTION
ON UPDATE CASCADE)
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This table constraint (named StaffQuotaCheck) runs a check on the Modules table
to make sure that the member of staff is not teaching more than six modules before
allowing entry of a new staffNo into a Modules row.

ASSERTIONS

A constraint can be named and defined independently from any table or
domain. In this case, the constraint is known as an assertion.

Example [ |

We can declare an assertion (which we name StaffNoCheck) independently of the
Lecturers table to perform a check against any updates made of this table:

CREATE ASSERTION StaffNoCheck
CHECK (staffNo BETWEEN 10 AND 9999)

CONSTRAINT VIOLATION

Having the facility to name constraints means that every time an SQL state-
ment inserts, updates or deletes a row of a table there exists the possibility that
a constraint might be violated. SQL89 requires that constraints should be
checked for violation at the end of the execution of each statement. SQL2
allows the capability of checking constraints on completion of a transaction. If
a constraint is checked after each statement it is said to be in immediate mode.
If it is checked at the end of a transaction then it is said to be in deferred mode.

Each constraint definition can hence include a specification of whether the
constraint is DEFERRABLE or NOT DEFERRABLE. The initial mode of a
constraint can be specified as either INITIALLY DEFERRED or INITIALLY
IMMEDIATE. This mode can then be changed during processing by a SET
CONSTRAINTS statement which specifies that a list of named constraints be
deferred or immediate.

CASE STUDY: INSURANCE POLICIES

We can add integrity to the schema produced in Chapter 11 in the following
manner:

CREATE TABLE Policies
(policyNo CHARACTER(4) PRIMARY KEY,
holderNo CHARACTER(4) NOT NULL,
startDate DATE,
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premium DECIMAL(8,2),
renewalDate DATE,
policyType CHARACTER(10)
FOREIGN KEY holderNo REFERENCES PolicyHolders
ON UPDATE CASCADE)
CREATE TABLE PolicyHolders
(holderNo CHARACTER(4) PRIMARY KEY,
holderName CHARACTER(20),
holderAddress CHARACTER(50),
holderTelNo CHARACTER(12))

We might also create a domain for the policyType column in the following
manner:

CREATE DOMAIN PolicyTypes AS CHARACTER(10),
DEFAULT ‘life’,
CHECK (VALUE IN (‘car’, ‘contents’, ‘buildings’, ‘life’))

It is probably also important to enforce business rules such that a policy’s
startDate should be less than a policy’s renewalDate. This we might do using
an assertion or a table constraint. For instance:

CREATE ASSERTION DateCheck
CHECK (NOT EXISTS(SELECT policyNo FROM Policies WHERE renewalDate >=
startDate))

SUMMARY

® Data integrity primarily concerns the specification of inherent integrity

® |nherent integrity in the relational data model means entity integrity, referential
integrity and domain integrity

® Entity integrity is implemented in SQL through the PRIMARY KEY CLAUSE

® Referential integrity is implemented in SQL through the FOREIGN KEY CLAUSE

® A number of propagation constraints are defined for referential integrity in SQL

® Domain integrity can be specified using CHECK, table constraints and/or assertions

® Named constraints can be deferrable

12.11 @ ACTIVITIES

1. Declare primary keys for the full academic schema discussed in the Case Study of
Chapter 7.

2. Declare foreign keys for this schema.
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3. The university wants to enforce the business rule — all students must have paid their
fees before they can enrol on a course. How do we enforce this rule in the schema?

4. Declare suitable domains for a number of the columns in this schema using the
create domain statement.

12.12 @ REFERENCES
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Expletive deleted

Submission of recorded presidential conversations to the House of Representatives by President R.M. Nixon, 30 April 1974

LEARNING OUTCOMES

At the end of this chapter the reader will be able to:
e Describe the key features of the Select statement

e Describe the key commands for insertion, update and deletion of data in SQL
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13.1 @

INTRODUCTION

Data manipulation concerns the CRUD activities associated with a database:
® (reate — inserting rows into a table

® Retrieval — accessing data within tables

® Update — updating data within existing rows of tables

® Delete — deleting rows from tables

SQL was originally designed primarily as a means for extracting data from a
database — as a retrieval or query language (Melton and Simon, 2002). Such
extraction is accomplished through use of the Select command: a combination
of the restrict, project and join operators of the relational algebra (Chapter 7).
SQL also includes commands for the create, update and delete operations.

SIMPLE RETRIEVAL

Simple retrieval is accomplished by a combination of the select, from and where
clauses (ISO, 1987):

SELECT <attribute1 name>, <attribute2 name>, . ..
FROM <table name>
[WHERE <condition>]

The select clause indicates the table columns to be retrieved. The from clause
defines the tables to be referenced. The where clause indicates a condition or
conditions to be satisfied. For instance, the following command is a direct
analogue of the relational algebra restrict. The asterisk (*) acts as a wildcard.
That is, all the attributes in the Modules table are listed.

Example [ |

SELECT *
FROM Modules

moduleName level courseCode staffNo
Relational Database Systems 1 CSD 234
Relational Database Design 1 CSsD 234
Deductive Databases 3 CSD 345
Object-Oriented Databases 3 CSD 345
Distributed Database Systems 2 CSD 237
Intro to Business 1 BSD 123

Basic Accountancy 1 BSD 145
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Note that the example above has no where clause. The where clause is optional.
If we omit the where clause then all the rows of a table are considered by the
query. The addition of a where clause restricts the retrieval to a set of rows
matching a given condition.

Example | ] SELECT *
FROM Modules
WHERE moduleName = ‘Deductive Databases’
moduleName level courseCode staffNo
Deductive Databases 3 CSD 345
If we specify column names, then the SQL select becomes a form of relational
algebra project.
Example |:| For instance:

SELECT level
FROM Modules

level

Note however, that since this table has duplicate values, it is not a relation.
Duplicate values are legal in SQL, but they are illegal as far as the relational data
model is concerned. To produce a true relational response to the query above
we must add the keyword distinct to the select clause. This removes duplicate
entries in a table.
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Example |:| For instance:
SELECT DISTINCT level
FROM Modules
level
1
2
3

13.3 @ ORDER BY

In Chapter 7 we discussed how there is no explicit ordering of rows in a rela-
tion. Ordering of data can therefore only be produced as a result of applying
some processing to a relation. To produce a sorted list as output we add the
order by clause to the select statement.

Example |:| For instance:

SELECT *

FROM Modules

WHERE courseCode = ‘CSD’
ORDER BY level

moduleName level courseCode staffNo
Relational Database Systems 1 CSD 234
Relational Database Design 1 CSD 234
Distributed Database Systems 2 CSD 237
Deductive Databases 3 CSD 345
Object-Oriented Databases 3 CSD 345

The default order is ASCII or EBCDIC ascending. To produce the list in
descending order we add the keyword DESC to an order by clause.
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Example |:|

For instance:

SELECT *

FROM Modules

WHERE courseCode = ‘CSD’
ORDER BY level DESC

134 @ GROUP BY

To undertake aggregate work, such as computing the average salary of lectur-
ers in a particular department, we use the group by clause.

Example |:| SELECT deptName, avg(salary), count(*)
FROM Lecturers
GROUP BY deptname
deptName avg(salary) count(*)
Computer Studies 27666.00 3
Business Studies 23750.00 2
This statement effectively organises the data into groups based on the specified
column or group of columns and allows aggregate processing against each
group, in this case computing the average salary of each group and counting
the number of elements in each group.
A group by clause can also have its own ‘where’ qualifier - GROUP BY
HAVING.
Example |:| Hence, the following statement retrieves only those departments in our database

having more than two lecturers:

SELECT deptName, count(*)
FROM Lecturers

GROUP BY deptname
HAVING count(¥*) > 2

deptName count(*)

Computer Studies 3
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13.5 @

AGGREGATE FUNCTIONS

Five aggregate functions are defined in the standard:

® COUNT. Returns the number of values in a column

® SUM. Returns the sum of the values in a column

® AVG. Returns the average of the values in a column

® MIN. Returns the minimum value of the set of values in a column
® MAX. Returns the maximum value of the set of values in a column

We have already seen the use of avg and count above. The statement below
demonstrates the application of max and min.

Example |:| SELECT deptname, max(salary), min(salary)
FROM Lecturers
GROUP BY deptName
deptName max(salary) min(salary)
Computer Studies 35500.00 20000.00
Business Studies 27500.00 20000.00
We can change the name of the output column by using an AS clause.
Example |:| We can change the aggregate column headings into more meaningful names as

follows:

SELECT deptname, max(salary) AS Maximum_Salary, min(salary) AS Minimum_Salary
FROM Lecturers
GROUP BY deptName

deptName Maximum_Salary Minimum_Salary
Computer Studies 35500.00 20000.00
Business Studies 23500.00 16500.00

SUBQUERIES

The word structured in Structured Query Language originally referred to the
ability to nest queries in select statements. A nested query is called a
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subquery. Subqueries can be nested to an arbitrary number of levels. SQL
evaluates the subqueries in order from the innermost query to the outermost
query. The result from the innermost query is passed as a value to the outer-
most query.

We may distinguish between three types of subquery in terms of the type of

result returned by the subquery:

Scalar subquery. This returns a single value (row/column intersection) as a
result. Hence, scalar subqueries tend to be used with operators such as >, <,
<>, =

Row subquery. This returns multiple columns from a single row

Table subquery. This returns a table (multiple rows and columns) as a result.
A table subquery can be used with an operator such as IN. IN expects a set
of values to return

Example |:| To find out who makes more money than Jones, we would write a scalar subquery
such as:
SELECT staffNo, staffName
FROM Lecturers
WHERE salary >
(SELECT salary
FROM Lecturers
WHERE staffName = ‘Jones S’)
SQL is frequently criticised for its redundancy. By this is meant that there is
frequently more than one way of expressing a given ‘natural’ query in SQL. For
instance, it is frequently the case that many natural queries expressed using
subqueries can equally well be expressed by using a join (Chapter 7).
Example |:| An example of a table query using IN might be to find out all the module names of

modules taught by senior lecturers:

SELECT moduleName

FROM modules

WHERE staffNo IN
(SELECT staffNo
FROM Lecturers
WHERE status = ‘SL’)
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13.7 @

CORRELATED SUBQUERIES

In the previous examples the subquery was executed once. The resulting value
was then used in the where clause of the outermost query. A subquery can
however execute repeatedly. In this case it produces a series of values to be
matched against the results of the outermost query.

Example [ |

Consider the following request: List the staff name, department name and salary of
all lecturers who earn more than the average salary of their department.

SELECT staffName, deptName, salary
FROM Lecturers L
WHERE salary >

(SELECT avg(salary)

FROM Lecturers

WHERE L.deptname = deptname)

The letter L in the clause where L.deptname = deptname acts as a reference
from the subquery to the outermost query. Thus L.deptname refers to lecturers
in the outermost query. Deptname refers to lecturers in the subquery. This is
effectively like manipulating two copies of the same table. One copy is used to
calculate average salaries, the other is used as the basis of comparison for each
lecturer.

Hence, a column or table within the context of a query can be given another
name known as an alias, such as in the case of L for lecturers above. An alias is
hence appended immediately after the table name.

ANY AND ALL

The keywords any and all can be used with any table subqueries that return a
single column of numbers. If the subquery is preceded by the keyword all then
the condition will only be true if satisfied by all the values returned from the
subquery. If the subquery is preceded by the keyword any then the condition
will be true if it is satisfied by one or more of the values returned from the
subquery. The ISO standard allows the keyword some to be used in place of
any.
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Example | ]

An example of a table query using ANY might be to find all those staff whose
salary is larger than at least one member of staff in the Computer Studies depart-
ment:

SELECT staffName
FROM lecturers
WHERE salary > SOME
(SELECT salary
FROM Lecturers
WHERE deptName = ‘Computer Studies’)

129 ©

JOINS

In a relational database data is held in a set of fragmented but related tables.
The data is related through common data held in the primary key and foreign
key columns of tables. Joins are the way in which data held in such separate
but related tables are brought together in one set so that particular retrieval
operations can be performed on the whole set of data.

SQL performs relational joins by indicating common attributes in the where
clause of a select statement. The particular condition (or conditions) used to
specify a join is then known as a join condition. The join condition normally
specifies the link between a primary key and a foreign key.

Example |:|

The select statement below extracts data from the Lecturers and Modules tables:

SELECT staffName, salary, moduleName
FROM Lecturers L, Modules M
WHERE L.staffNo = M.staffNo

In the example above the join condition is L.staffNo = M.staffNo. This indicates the
link between the primary key of the Lecturers table and the foreign key held in the
Modules table.

EXISTS AND NOT EXISTS

The keywords exists and not exists are designed to be used specifically with
subqueries. They are described as Boolean functions in the sense that they
return either a true or a false result. Exists is set to true only if there exists at
least one row in the result from a subquery. Not exists is set to true only if the
result is the empty set.
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Example |:| A query to find all those modules taught by computer staff could be written
as:

SELECT moduleName
FROM modules M
WHERE EXISTS
(SELECT *
FROM Lecturers L
WHERE M.staffNo = L.staffNo and deptName = ‘Computer Studies’)

13.11 @ UNION, INTERSECT AND EXCEPT

These three operators implement the union, intersection and difference oper-
ators of the relational algebra (Chapter 7).

The union operator essentially constitutes a way of combining the results of
two compatible queries.

Example |:| The query below produces a result combining information about computer studies
degree modules (courseCode = ‘CSD’) with those in the electrical engineering
department (courseCode = ‘EED’):

SELECT moduleName, level
FROM Modules

WHERE courseCode = ‘CSD’
UNION

SELECT moduleName, level
FROM Modules

WHERE courseCode = ‘EED’

The intersect operator constitutes a way of finding those rows common to the
results from two queries.

Example |:| The query below produces a result detailing those modules that are run both under
the computer studies programme and under the electrical engineering programme:

SELECT moduleName, level
FROM Modules

WHERE courseCode = ‘CSD’
INTERSECT

SELECT moduleName, level
FROM Modules

WHERE courseCode = ‘EED’
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The except operator produces a result of all those rows in one result that are not
present in the other result.

Example | ]

The query below produces a result detailing those modules that are run under the
computer studies programme and not under the electrical engineering
programme:

SELECT moduleName, level
FROM Modules

WHERE courseCode = ‘CSD’
DIFFERENCE

SELECT moduleName, level
FROM Modules

WHERE courseCode = ‘EED’

ALGEBRAIC OPERATIONS IN SQL2

The main rationale for producing SQL2 (ISO, 1992) as a replacement for SQL1
has been to remove unnecessary restrictions and generalise operations within
the database sublanguage as much as possible. This is evident in the way the
relational algebraic operators join, union, intersect and except (difference) are
used in the new standard.

Example [ |

A join operator can be used in a FROM clause:

SELECT moduleName, staffName
FROM Lecturers NATURAL JOIN Modules

This will join the two tables on the primary-foreign key references stored in the
table definitions, assuming that the join column has the same name in the
different tables. If the name is different, for instance staffNo in one table and
statfCode in another table, then we would need to rewrite the query as some-
thing like the example below.

Example |:|

SELECT moduleName, staffName
FROM Lecturers L JOIN Modules M
ON L.staffNo = M.staffCode

SQL2 also declares standard syntax for outer joins.
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Examples |:| Left, right and two-way outer joins would be specified in the following ways in

SQL2:

SELECT *
FROM Lecturers L LEFT OUTER JOIN Modules M
ON L.staffNo = M.staffCode

SELECT *
FROM Lecturers L RIGHT OUTER JOIN Modules M
ON L.staffNo = M.staffCode

SELECT moduleName, staffName
FROM Lecturers L FULL OUTER JOIN Modules M
ON L.staffNo = M.staffCode

13.13 @ INSERT INTO, UPDATE AND DELETE FROM

The type of data manipulation we have devoted primary attention to in this
chapter has been passive in nature. In other words, we have assumed a data-
base of facts which we have endeavoured to ask questions of.

There are however three other data manipulation commands in SQL which
have a more active role. In other words, they are designed to enact changes to
the state of the database itself. These commands are insert into, update and delete
from.

Note that the end-user would not normally be expected to use these
commands to manipulate data. Instead, these commands would be issued from
a more user-friendly interface to a database system.

13.13.1 THE INSERT INTO COMMAND
The simplest form of insert into is used to add an extra row to a given table.
Example |:| The statement:

INSERT INTO Modules
VALUES ('Intro to Management’,1,'BSD’,123)

will add an extra row to the modules table.

The order in which values are listed in the insert into statement should corre-
spond to the order in which the columns were originally specified for the table
in the create table statement. If we wish to list the values in some order other
than that originally specified, or omit some columns from the insertion, then
we must add a list of column names to the insert statement.
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Example |:|

For instance:

INSERT INTO Modules (level, courseCode, staffNo, moduleName)
VALUES (2,'CSD’, 237, Information Systems Development’)

A variation of the insert into command allows us to add multiple rows to a
table. This is normally used as a means of loading up a given table with the
results of some query.

Example |:|

Suppose we wish to create a table of lecturers from the Computer Studies depart-
ment. This we might do as follows:

CREATE TABLE ComputerLecturers
(staffNo NUMBER(5),
staffName VARCHAR(15),
status VARCHAR(10),
salary DECIMAL(7,2))

INSERT INTO ComputerLecturers(staffNo, staffName, status, salary)
SELECT staffNo, staffName, status, salary

FROM Lecturers

WHERE deptName = ‘Computer Studies’

13.13.2

THE UPDATE COMMAND

The update command is used to modify the contents of one or more rows of a
table. The relevant rows are specified by an optional where clause and the
change or changes to be made to the rows are specified by a set clause.

Example [ |

The following command will increase the salary of all PL (principal lecturer) lectur-
ers by 10%:

UPDATE Lecturers
SET salary = salary * 1.1
WHERE status = ‘PL’

13.13.3

THE DELETE FROM COMMAND

The delete from command is used to remove rows from a table. The actual rows
to be deleted are specified by a where clause similar to that used in the select
statement.
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Example |:|

DELETE FROM Lecturers
WHERE deptName = ‘Computer Studies’

13.14 @

CASE STUDY: INSURANCE POLICIES

In Chapters 11 and 12 we established the structure of the insurance company’s
database to be as follows:

Policies(policyNo, holderNo, startDate, premium, renewalDate, policyType)
PolicyHolders(holderNo, holderName, holderAddress, holderTelno)

Suppose we wish to insert new holder information into the PolicyHolders table
of this database. This would be done in the following manner:

INSERT('4324', ‘P. Beynon’, ‘Anywhere Drive’, ‘081434692’) INTO PolicyHolders
We could then update this row in the following way:

UPDATE PolicyHolders WHERE holderNo = ‘4324’ SET holderTelNo = ‘071434692
We also might delete a particular policy holder in the following way:

DELETE PolicyHolders WHERE holderNo = ‘4324’
A query to retrieve all standard life policies might be:

SELECT * FROM Policies WHERE policyType = ‘life’

Likewise a statement to list the holder numbers and names of all persons hold-
ing standard life policies would be:

SELECT holderNo, holderName
FROM Policies P, Holders H
WHERE P.holderNo = H.holderNo AND policyType = ‘life’

SUMMARY

® Data manipulation consists of the CRUD activites against a database

® Data manipulation in SQL centres around the SELECT statement

® Data can be ordered and grouped for application of aggregate functions
® The structure in SQL refers to the concept of a subquery

® Natural and outer joins can be performed using SQL

® SQL2 has specified a syntax for the relational algebraic operations
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13.16 @ ACTIVITIES

. In terms of the academic database discussed in the Case Study of Chapter 7, write

a statement to insert new student data into the database.

. Write a statement to update existing Lecturer data in the database.
. Write a statement to delete existing Modules data from the database.

. Write a select statement to list all students taking the module Relational Database

Systems.

. Write a select statement using a subquery to list all the students taught by lecturer

‘Jones S'.

. Write a select statement using a join to list all the students taught by lecturer ‘Jones

S

. Write a statement to list the student numbers and names of all persons taking level

3 modules in the Computer Studies department.

. Generate a query using one or more of the aggregate functions with the appropri-

ate use of a group by clause.
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