


This part discusses the panoply of toolkit products available for use in association with
database systems. We devote a chapter each to three different collections of tools used in
association with a DBMS: end-user tools, application development tools and database
administration tools. These three types are clearly formed on the basis of three distinct
user groups for database systems: end-users, application developers and database adminis-
trators. Figure P6.1 illustrates the relationship between toolkit, kernel and interface with a
sample of tools in each area.
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Figure P6.1 Kernel, interface and toolkit.
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At the end of this chapter the reader will be able to:

• Define the concept of a user interface

• Review the major forms of user interface

• Discuss the major end-user interfaces available in contemporary DBMS

C H A P T E R

D B M S - T O O L K I T  –  E N D - U S E R
T O O L S

Why is it drug addicts and computer afficionados are both called users?

Clifford Stoll

L E A R N I N G  O U T C O M E S

24



24.1 I N T R O D U C T I O N

To review, modern-day relational DBMS can be considered as having three
parts: a kernel, an interface and a toolkit. The kernel comprises the core DBMS
functions such as storage and concurrency control. The interface comprises
generally some database sublanguage such as SQL. Around this standard inter-
face most vendors offer a range of additional software tools for accessing data,
administering database systems and producing information systems. We call
this collection the DBMS toolkit. Thus the concept of DBMS originally
discussed in Chapter 3 is extending further outwards to encompass more and
more areas of application building and use. In this and the subsequent two
chapters we highlight the features and functionality available in three areas of
such a toolkit: end-user tools, application development tools and database
administration tools.

In this chapter we concentrate on tools for end-user use. By the end-user we
mean the normal organisational user who needs access to the data in databases
in order to perform his or her day-to-day activity. Generally we may make a
distinction between naive and sophisticated end-users. Sophisticated users may
be able to write their own SQL and hence will need an SQL interface of a type
discussed in Chapter 13. Naive users may use a QBE, visual query or natural
language interface.

24.2 T H E  I N T E R F A C E

An essential function of most ICT systems is to interact with users. Even a
batch process system has to have some mechanism for the user to launch and
complete a process. No matter how well-built an information system is, its
effectiveness is largely affected by its user interface. Hence, the utility of an
information system is heavily affected by its usability.

A user interface can be seen as a collection of dialogues between the user and
the ICT system. Each dialogue is made up of a series of messages between the
user and the ICT system. It is useful to distinguish between three major aspects
of such a dialogue:

• Content – this refers to the actual messages travelling between the user and
the system

• Control – this refers to the way in which the user moves between aspects of
one dialogue or from one dialogue to another

• Format – this refers to the actual layout of messages and data on input and
output devices

We can think of dialogues in terms of the four areas of semiotics described in
Chapter 2: pragmatics, semantics, syntactics and empirics. Format and control
are largely aspects of the syntax and empirics of signs: the way in which signs
are stored, transmitted and represented on the devices of some computer
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system. Some aspects of control and certainly the matter of content impinge
on the pragmatics and semantics of signs: how signs are given meaning within
various layers of context.

24.2.1 T Y P E S  O F  I N T E R F A C E

Schneiderman (1998)  identifies five broad categories of interface:

• Menus. This interface consists of a displayed list of choices. The user selects
an item from the list either by pressing some key combination or moving a
cursor to the relevant choice, and selecting by a mouse click or by typing in
some value and depressing the enter key. Menus are frequently used in data-
base systems as a means of launching packaged queries

• Forms. These forms of interface are used for data entry and data retrieval
purposes. A form is simply a set of fields laid out on a screen, or more read-
ily these days within the context of a window. Each data entry field is
normally labelled appropriately. Forms usually have some header area and
some area for the display of error messages or prompts. Many modern appli-
cation development tools produce default data entry forms from database
schemas automatically

• Command language. In this form of interface the user enters statements in
some formal language in order to carry out functions. Historically,
command level interfaces were the first type of on-line interface. Operating
systems such as MS-DOS and UNIX have command language interfaces.
Many DBMS also offer command-level interfaces to SQL

• Natural language. So-called natural language interfaces are not truly natural
language in the sense that they will not generally accept everyday English
input as character strings. They are more accurately described as being
restricted language interfaces in that a statement such as Give me all the
salaries of my employees might be acceptable, whereas the statement List my
employee’s salaries may not. Such interfaces have achieved some success as
front-ends to databases, particularly when employed with voice recognition
technology

• Direct manipulation. This type of interface is generally associated with icon-
based, windows environments. They are referred to as direct manipulation
because the user causes events to happen by manipulating graphic objects
via mouse-based actions. Such interfaces have now become dominant in
most areas of information systems

To these five types of interface we may add two further types which are becom-
ing prominent in contemporary systems:

• Multi-media interface. This is a direct extension of the direct manipulation
interface described above in that it employs the same mechanisms for
controlling input. The main difference is that rather than having simple
menus and data entry forms, a full range of media types is used to build the

D B M S - T O O L K I T  –  E N D - U S E R  T O O L S 359



interface. Many interfaces on the World-Wide-Web (Chapter 43), for
instance, now utilise images. Some companies have begun experimenting
with the use of animation, video and audio within their interfaces to infor-
mation systems

• Virtual reality interface. In some applications, such as those used in simula-
tion, it is important for the user to experience a similar environment in
terms of an interface to that available in the real world. Hence, for instance,
aircraft simulators have been used for a number of years to train commer-
cial and military pilots. Aspects of this form of interface have now become
feasible on the desktop and some organisations are beginning to experiment
with the use of such interfaces in the information systems domain. One
example here might be an interface which emulates the physical arrange-
ment of publications in a library. Users of such a system are able to select a
given publication by traversing through the virtual space represented in the
system

24.3 Q U E R Y  B Y  E X A M P L E  I N T E R F A C E S

The idea of a query by example or QBE interface is generally attributed to the
early work conducted by Moshe Zloof at IBM (Zloof, 1975). The basic idea is to
provide a menu or forms-based interface to a database that is non-procedural
in nature. QBE interfaces are primarily designed for use by the naive end-user
of database systems.

Normally, the user first begins a dialogue with a QBE interface by selecting
from a menu of tables. A table skeleton is then displayed for each of the tables
selected. The user then fills in the blanks on the skeletons using constants or
predefined commands. Sometimes function keys are used.
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Examples Figure 24.1 illustrates two examples of using an original QBE interface. In the first
example the user has called up a skeleton for the Lecturers table. The ‘P.’ in the
staffNo and staffName cells indicates that the user wants these attributes printed.
The string ‘Computer Studies’ in the department cell indicates that the user wants
a match on all lecturers in this particular department. This screen effectively imple-
ments the SQL statement:

SELECT staffNo, staffName
FROM Lecturers
WHERE department = ‘Computer Studies’

The second example illustrates how we can use a QBE interface to update a data-
base. Here a Modules skeleton has been called up. The string ‘Relational Database
Systems’ indicates what we wish to match on. The string ‘U.2’ indicates that we
want to change the level of this module to 2. This screen effectively implements the
SQL command below:
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25.1 I N T R O D U C T I O N

In this chapter we concentrate on tools for constructing ICT systems using the
facilities provided by database systems. Hence, the main user we consider here
is the application developer. We particularly concentrate on the use of SQL
within the domain of third and fourth generation programming languages. We
also look at the issue of computer aided information systems engineering
(CAISE) tools and their relevance for database development.

The development of an ICT system is a human activity system (Chapter
14). The key output from this system is clearly an ICT system. The key
inputs into the process are ICT resources and developer resources. ICT
resources may comprise hardware, software, data and communications tech-
nology. Developer resources include not only people but a toolkit which
includes methods, techniques and tools available to the developer. In this
chapter we consider tools appropriate for constructing the data manage-
ment layer of an ICT system and connecting this layer to other parts of an
ICT application.

25.2 C O M P U T E R  A I D E D  I N F O R M A T I O N  S Y S T E M S  E N G I N E E R I N G
( C A I S E )

Computer Aided Information Systems Engineering (CAISE) is a natural
consequence of applying automation principles to the process of developing
information systems. CAISE is founded in a model of the development
process as a set of activities that operate on objects to produce other objects.
The objects operated on may be documents, diagrams, data-structures
and/or programs. The activities involved may be relatively formal, such as
compiling a program, or informal, such as discussing alternative design
proposals.

Three levels of CAISE tool can be identified:

• Lower CAISE tools. Sometimes referred to as back-end CAISE tools, these are
high-level environments for application construction, testing and possibly
maintenance. Examples include fourth generation languages (4GLs) and
graphical user interface (GUI) builders

• Upper CAISE tools. Sometimes referred to as front-end CAISE tools, these are
tools for supporting analysis and design work. Tools which support E–R
diagramming and object-oriented analysis and design (see Chapter 16 and
17) are examples of this type

• Integrated CAISE tools. These tools attempt to integrate upper and lower
CAISE by offering an integrated environment for supporting the entire life-
cycle of the development
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In this chapter we particularly focus on that type of lower-end CAISE
concerned with connecting conventional third and fourth generation
languages to database systems.

25.3 S Q L  I N T E R F A C E S

When SQL was originally designed it was envisaged as an end-user query
language. Since that time, most organisations are reluctant to release SQL
directly to their end-user community. This is because whereas SQL is a
language which is relatively easy to understand, it is not easily mastered.
Writing SQL is a programming task and is hence best performed by those
persons with some programming experience.

SQL can be accessed in a number of ways, two of which are defined in the
ISO standard (Chapter 11). It can either be used interpretively as a command-
line interface or it can be embedded within a host language such as COBOL,
FORTRAN, PL/1, C or Pascal. A growing range of DBMS vendors are also
closely-coupling SQL to 4GL offerings. However, little standardisation exists in
this latter area.
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Example PC Select is an example of an integrated and relatively inexpensive CAISE tool. It
offers a number of specific versions tailored for specific methodologies. For exam-
ple, it has a version for the popular information systems development methodology
SSADM (Structured Systems Analysis and Design Method)  (Weaver et al., 1998) –
Select/SSADM. The facilities offered by this package fall mainly into the front-end
CAISE category, although there are some facilities for things such as schema gener-
ation that fall into the back-end category. Select/SSADM particularly allows people
to construct the standard documentation such as Logical Data Structures (effec-
tively E–R diagrams), data flow diagrams and entity–life histories associated with
the SSADM methodology. Without the support of a CAISE tool such as
Select/SSADM, the production of SSADM deliverables such as E–R diagrams and
entity–life histories would be a laborious and error-prone task. The use of
Select/SSADM ensures that the SSADM diagrammatic conventions and rules are
adhered to.

Select allows people to set up ‘projects’ which may contain all the documentation
associated with a particular development project. A number of people can work
concurrently within the domain of one particular project.

One way in which Select/SSADM can be used as a back-end facility is by automat-
ically generating a file of SQL Data Definition Language statements from an E–R
diagram. To do this an E–R diagram must first be extended by defining the
primary/foreign keys associated with each entity and data-typing the other attrib-
utes of each entity. Having done this, the user can submit the design to a process
that generates a file of SQL Create table and Create index statements.
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25.4 C O M M A N D - L I N E  I N T E R F A C E S  T O  S Q L

Command-line interfaces look somewhat dated in the age of graphical user
interfaces (GUIs). However, they have a number of advantages as compared to
GUI interfaces – they are quick to use and quick to execute. They are hence
particularly effective as a means of prototyping database applications and it is
for this reason that most industrial-strength DBMS retain such interfaces.

The normal way of experiencing SQL is in interpreted mode. In this section
we look at how SQL works as a command-line interface. The first thing the user
has to do is log-on to SQL from the operating system level.

Note how we can spread a statement over several lines for ease of reading and
for ease of editing. This is because most command-line interfaces maintain a
small working memory known as the buffer. Anything we type in response to
the SQL prompt gets stored in the buffer. The statement is not activated until
we type a semicolon to terminate the statement or issue the command run.

Command-line interfaces are mainly used by the programmer to test SQL
queries against databases or by the DBA who wants to quickly construct query
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Example This he or she might do using a command such as the following:

$ SQL <username>/<password>

For instance:

$ SQL pbd/cymru

We know we are in the command-line interface when we get something like the
following prompt:

SQL>

We can now type in a command-line such as the following:

SQL> SELECT *
2 FROM Lecturers;

The interface responds with the following result:

staffNo staffName status deptName salary

234 Davies T L Computer Studies 16000.00

237 Jones S SL Computer Studies 23500.00

345 Evans R PL Computer Studies 26500.00

123 Smith J L Business Studies 16500.00

145 Thomas P SL Business Studies 23500.00

5 records selected
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functions to run against the system catalog. They may also prove useful for the
sophisticated end-user who wants to generate ad-hoc queries against a database.

25.5 E M B E D D E D  S Q L

Embedded SQL is primarily for use by application developers. It is designed to
simplify database input and output from application programs via a standard
interface. This enables the process layer of an ICT system expressed in some
3GL to connect with an SQL-based DBMS which provides the data manage-
ment layer for the application. In this section we introduce the concept of SQL
as an embedded database language by discussing one simple example in a
pseudo-host language modelled on the high-level language Pascal:

The program above prints the list of staff numbers and names in the Lecturers
table. Embedded data language statements are preceded by the keywords EXEC
SQL. The declare statement defines a pointer to the Lecturers table known as a
cursor. When the open statement is activated, the select statement defined at
the declare stage is executed. This creates a copy of all the staff numbers and
names in the base table and places it in a workspace area. To retrieve an actual
record from this workspace we use the fetch command. The fetch statement
takes a staff number and places it in the program variables staffNo and
staffName, both prefixed by a colon. Sqlcode is a system variable. It returns 0 if
the fetch is executed successfully, non-zero otherwise. It returns 100 if no data
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Example PROGRAM staffNumbers;
EXEC SQL BEGIN DECLARE SECTION;

staffNo: integer;
staffName: packed array(1..12) of char;

EXEC SQL END DECLARE SECTION;
BEGIN

EXEC SQL DECLARE LectCurs CURSOR FOR
SELECT staffNo, staffName
INTO :staffNo, :staffName
FROM Lecturers;

WRITELN (‘Staff Numbers and Names’);
WRITELN (‘_______________’);
EXEC SQL OPEN LectCurs;
EXEC SQL FETCH LectCurs;
WHILE SQLCODE = 0 and SQLCODE <> 100 DO

WRITELN (staffNo,’ ‘,staffName);
EXEC SQL FETCH LectCurs;

EXEC SQL CLOSE LectCurs;
END
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is returned. Hence we use it here to act as a terminating condition to traverse
the staff numbers and names in the workspace.

The concept of a cursor is extremely important in that it acts as the cement
between the inherently non-procedural nature of SQL and the inherently
procedural nature of a third generation language (3GL) such as Pascal. There is
in fact what is usually referred to as an impedance mismatch between SQL and
3GLs. SQL, being relational, works at the level of sets of data. It takes tables as
input and produces tables as output. Third generation languages however work
at the record level. They only process one record at a time. We therefore have
to have some mechanism of translating from a table-based to a record-based
approach. This is provided by the cursor concept.

In this program the cursor is first declared and given a name. Then the cursor
is opened. The fetch command is used to get the next row from a cursor.
SQLCODE is used here to terminate a loop which increments the student level
for the current row. The ‘where current of’ clause indicates a positioned update,
i.e. the current row of the cursor is updated. Note that each update is commit-
ted as a transaction to the database. Finally, when all work is completed
successfully, the cursor is closed.
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Example The program below illustrates how we use an embedded SQL program to update a
base file. The program uses the idea of a cursor to update the base table position-
ally, that is, on the basis of the current position of the cursor in terms of base
records.

PROGRAM NewYear;
EXEC SQL BEGIN DECLARE SECTION;

studentLevel: integer;
EXEC SQL END DECLARE SECTION;
BEGIN

EXEC SQL DECLARE StudentCurs CURSOR FOR
SELECT studentLevel
INTO :studentLevel
FROM Students;

EXEC SQL OPEN StudentCurs;
EXEC SQL FETCH StudentCurs;
WHILE SQLCODE = 0 and SQLCODE < > 100 DO

EXEC SQL UPDATE Students
SET studentLevel = :studentLevel + 1
WHERE CURRENT OF studentCurs;
EXEC SQL COMMIT WORK;
EXEC SQL FETCH StudentCurs;
EXEC SQL CLOSE StudentCurs;

END
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A program written in this hybrid manner is normally submitted to a pre-
compiler. The exec sql keywords are important in enabling the precompiler to
identify SQL commands from Pascal commands. The precompiler will take the
SQL commands and create a database access module. It will also take the Pascal
commands and produce a source program suitably modified with database
access calls. This modified source is then compiled in the normal manner.
Figure 25.1 illustrates this process.

Embedded SQL actually comes in two forms within the standard: static
embedded SQL and dynamic embedded SQL. Using static embedded SQL, the
whole of some SQL statement must be specified when the embedded SQL
source program is written. In dynamic embedded SQL, part of some SQL state-
ment can be specified at run-time. In practice, this difference means that static
embedded SQL does not allow host variables to stand for table names or
column names (as in the second example in this section).

25.6 A P P L I C A T I O N  P R O G R A M M I N G  I N T E R F A C E S

Embedded SQL is one type of tool generally known as an application program-
ming interface, or API for short. The other major type of API is a call-level inter-
face. This type of interface has become extremely popular in client–server

D B M S - T O O L K I T  –  A P P L I C A T I O N  D E V E L O P M E N T  T O O L S 371

Figure 25.1 Using embedded SQL.



architectures (Chapter 36). Specific variants of APIs for Web-based develop-
ment are discussed in Chapter 43.

A call-level interface is a lower-level interface than embedded SQL. Rather
than embedding SQL statements in application code we embed a series of stan-
dard subroutine calls that send messages to a given DBMS.

Microsoft, for instance, has a call-level interface – its Open Database
Connection (ODBC) standard. This is basically an interface between a
Microsoft Windows application and various DBMS. It is based on specifica-
tions for a call-level interface developed by the SQL Access group, a group of
vendors which has produced a common specification for SQL. ODBC funda-
mentally amounts to a defined library of database access calls. It enables the
application programmer to establish a connection with a database environ-
ment, to execute SQL and non-SQL statements and to retrieve results. The
idea is that by defining a series of standard calls, different vendors can
provide different drivers to their particular DBMS. Figure 25.2 illustrates this
idea.

25.6.1 C O M P A R I S O N  O F  E M B E D D E D  S Q L  A N D  C A L L - L E V E L  A P I s

Both embedded SQL and the call-level API have advantages for the applications
developer. Both forms of API are designed to create a degree of data indepen-
dence (Chapter 6) between application code and database. They hence permit
the easier maintenance of application code or database structures. In terms of
embedded SQL, a specific advantage is the use of standard SQL and therefore
there is no requirement for the application developer to learn another
language. In terms of call-level APIs, no pre-compilation phase is required and
it is argued that such approaches provide the developer with more fine-grained
control over database operations. However, the major disadvantage lies in such
APIs being de facto rather than de jure standards. Hence they are heavily reliant
on vendor initatives.
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25.7 4 G L s A N D  S Q L

Among DBMS vendors there is a growing tendency to offer fourth generation
language (4GL) solutions for solving application development problems. Two
major types of 4GL tool are offered:

• A forms-based generator

• A high-level procedural language usually closely coupled to SQL

Normally these two offerings will be used interdependently. A series of data
entry and retrieval forms will be built rapidly using the forms-based generator.
Then a series of modules written in the 4GL will be attached at various points
to the processing on the form.

A procedural 4GL frequently consists of the embedding of SQL syntax
within standard programming constructs such as IF THEN ELSE, CASE, DO
WHILE, REPEAT UNTIL etc. For instance, a piece of application logic is speci-
fied below in the syntax of ORACLES’s PL/SQL 4GL product (Gennick, 2000).
PL/SQL is discussed in more detail in Chapter 34.
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Example DECLARE

salary emp.sal%TYPE;
manager emp.mgr%TYPE;
lastname emp.ename%TYPE;
starting_empno CONSTANT NUMBER(4):= 7902;

BEGIN
SELECT sal, mgr
INTO salary, manager
WHERE empno = starting_empno;
WHILE salary < 40000 LOOP

SELECT sal, mgr, ename
INTO salary, manager, lastname
FROM emp
WHERE empno = manager;

END LOOP;
INSERT INTO temp VALUES(null, salary, lastname);
COMMIT;

END;

This example will find the first employee who has a salary greater than £40,000 and
is higher than employee number 7902 in the chain of command. The %TYPE decla-
rations serve to bind the data types of the host variables to the types declared in the
system tables. This serves to provide a degree of data independence.
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25.8 S U M M A R Y

• A number of different forms of interface are provided in SQL – GUIs, command-line
interfaces, call-level interfaces and embedded SQL

• Command-line interfaces are historically the oldest and offer quick and effective
execution of SQL commands for activities such as the testing of queries

• Embedded SQL represents a standard application programming interface for use
with a range of third generation languages

• Call-level application programming interfaces are lower-level interfaces to DBMS

• Many CAISE tools can be used for front-end database work or for back-end database
development

25.9 A C T I V I T I E S

1. Identify a given CAISE tool and attempt to determine its relevance for creating the
data management layer.

2. Discuss what you feel to be the major strengths and weaknesses involved in two
different approaches to building application systems in call-level APIs and SQL.

25.10 R E F E R E N C E S

Gennick, J. (2000). Sams Teach Yourself PL/SQL in 21 Days. New York, Sams Publishing.
Weaver, P.L., N. Lambrou and M. Walkley (1998). Practical SSADM 4+. London, Pitman.
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At the end of this chapter the reader will be able to:

• Describe some of the key user-related functions available to the database administrator

• Describe some of the key archiving, backup and recovery functions available to the

database administrator

• Describe some of the key security and integrity functions available to the database

administrator

• Describe some of the key performance monitoring functions available to the database

administrator

➠C H A P T E R

D B M S - T O O L K I T  –  D ATA B A S E
A D M I N I S T R AT I O N  T O O L S
We shall not fail or falter; we shall not weaken or tire . . . Give us the tools and

we will finish the job.

Sir Winston Churchill (1874–1965) BBC radio broadcast, 9 February 1941

L E A R N I N G  O U T C O M E S

26



26.1 I N T R O D U C T I O N

In any medium to large-scale database application, at least one person will be
given the task of administering the database. These persons, called database
administrators, are generally responsible for the technical implementation of
database systems, managing the database systems currently in use, and setting
and enforcing policies for their use.

Some of the key functions of the database administrator (DBA) are described
in Chapter 23. Of the functions described, the following demand specialised
tools (Loney and Theriault, 2002):

• Data archiving

• Data backup and recovery

• Data control

• Establishing user groups

• Assigning passwords

• Granting access to DBMS facilities

• Granting access to databases

• Monitoring data usage and tuning database systems

• Enforcing security and integrity

We focus on the DBMS tools available for supporting these functions in this
chapter.

Most of the tools for performing these functions now provide both
command-line and graphical user interfaces. However, because interfaces differ
among DBMS we do not focus on the presentation of the tools but merely on
their general functionality here.

26.2 S T A R T I N G ,  S T O P P I N G  A N D  T A K I N G  A  D A T A B A S E  O F F - L I N E

Commands must be provided by the DBMS to start a database application and
to stop a database application. This may be done at the start and end of each
day or at some other period. Occasionally either the whole or a part of the data-
base may need to be taken off-line, that is, still running but not accessible to
any but DBA users. This may need to be done, for instance, to enable restruc-
turing of the schema.

26.3 U S E R  F U N C T I O N S

A number of functions are usually provided to enable the DBA to specify
precise usage profiles for a given database and DBMS.
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26.3.1 E S T A B L I S H I N G  U S E R  G R O U P S

Most DBMS now enable the DBA to enrol new users onto a database. Users are
normally assigned unique user names. Some DBMS also allow the DBA to
create user groups or ‘roles’ with defined names. This facility enables the DBA
to specify a common profile for a collection of similar users.

Given that users or user groups have been specified in terms of user name, a
number of properties can be attached to each user name or group.

26.3.2 A S S I G N I N G  P A S S W O R D S  T O  U S E R S  O R  U S E R  G R O U P S

One of the most basic properties is the definition of a password against a user
or user group. This enables some basic security to be built into a database
system.

Individual user passwords may be changed by the respective user at any time.
Role passwords are likely to be changed by the DBA or changed by a delegated
member of the user group at periodic intervals.

26.3.3 G R A N T I N G  A C C E S S  T O  D A T A

This will normally be done using the SQL grant options described in Chapter
23. We briefly summarise these options below:

• The creation of views – windows into a database

• Granting the capability to insert data into specific tables or views to specific
users or user groups

• Granting the capability to delete data from specific tables or views to
specific users or user groups

• Granting the capability to update data in specific tables or views to specific
users or user groups

• Granting the capability to retrieve data from specific tables or views to
specific users or user groups

As well as being able to grant these functions to specific users or user groups,
the DBA is able to revoke such privileges from specific users or groups.

D B M S - T O O L K I T  –  D A T A B A S E  A D M I N I S T R A T I O N  T O O L S 377

Example For instance, in terms of the academic database discussed in previous chapters we
might define two roles: Staff and Administrator.

➠

Example Hence we might assign the role Staff the preliminary password u23Z00 and the role
Administrator the preliminary password Z54U00.
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26.3.4 G R A N T I N G  A C C E S S  T O  D B M S  F A C I L I T I E S

The commands for granting access to data are relatively well-standardised. The
commands for granting access to DBMS facilities vary among vendors. Those
provided by the ORACLE DBMS are described in Chapter 34. Generally the
DBMS will assign one or more levels of DBMS privileges to a specific user or
user group. For instance, the DBMS may distinguish between users in terms of:

• The ability to access the data dictionary

• The ability to create users

• The ability to create tables and views

• The ability to create indexes

• The ability to grant and revoke access to tables and views

Generally, end-users will be assigned a level which permits them to access data
in existing tables. In contrast, application developers will need the ability to
create their own tables, views and indexes. At the highest level, one or more
DBAs will be able to act as superusers in terms of a given DBMS.

26.4 D A T A  A R C H I V I N G ,  B A C K U P  A N D  R E C O V E R Y

A DBMS will normally provide a facility to allow backup copies of either the
whole or part of a database to be made at regular intervals. The DBA must also
be able to back-up the transaction log or journal (Chapter 29). Generally the
DBA will be able to back-up the database and log without having to stop the
database system. Typically, the backup copies are written to off-line storage
media such as magnetic tape.

Backups of the database (including the data dictionary) and transaction log
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Example In terms of our two defined roles we might define the following data access
privileges:

• Staff. Read access to the staff record corresponding to the particular user. Read
access to the students on modules assigned to the particular staff member. Write
access to the assessments table corresponding to modules associated with a
particular member of staff

• Administrators. Write access to the staff and students table. Read access to the
assessments and modules tables

➠

Example Both the Staff and Administrator roles are likely to be classed as end-users and
hence will be limited to read or write access to specified tables in the schema.

➠



may be used to restore the database system in the event of disastrous hardware
or software failure. A DBMS normally provides recovery facilities for enabling
this restoration process.

At longer intervals the DBA may need to purge the database of unused data.
Such data may be archived for historical purposes. Facilities for compressing
the data such that high volumes of data can be archived easily may be provided
within a DBMS.

26.5 E N F O R C I N G  S E C U R I T Y  A N D  I N T E G R I T Y

Data integrity involves protecting the database from authorised users of the
database. In contrast, data security involves protecting the database from unau-
thorised users of the database.

Security is normally enforced in a database system using the facilities of user
enrolment and assigning privileges to defined users. Some DBMS now enable
data to be encrypted, particularly in transmission. Encryption involves encod-
ing the data using an algorithm that utilises encryption and decryption keys.
Encrypted data cannot be read without access to the associated decryption key.

Integrity is enforced through integrity constraints. The DBMS will normally
enable the DBA to report on active constraints, to drop, enable and disable
constraints and to monitor the effect of constraints on update performance.

26.6 I M P O R T I N G  A N D  E X P O R T I N G  D A T A

DBMS normally provide a number of tools for importing data (sometimes
referred to as loading) from other systems into the database. Such data will
frequently be stored in different original formats. This means that the data
frequently needs to be run through a data conversion tool before import.

Tools will also be provided for exporting data from the database to other
systems. Again, this may involve an associated data conversion process.

26.7 M O N I T O R I N G  D A T A  U S A G E  A N D  T U N I N G  D A T A B A S E  S Y S T E M S

A DBMS normally provides facilities for monitoring the performance of a data-
base application. Such tools are used to ensure that the database performs to
acceptable levels in terms of both retrieval and update. These tools enable the
DBA to get information on the usage of the database, such as the execution of
queries and the efficiency of concurrency control. The DBA can then use this
information to tune the database application to provide better performance.
This may be done by creating new indexes, by changing storage structures or
by restructuring the schema.

The DBA will also need to occasionally maintain a database application. New
requirements may lead to the need for redesigning aspects of the system. One
example of this may be the need to adjust the storage capacity of a database.
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26.8 S U M M A R Y

• Database administrators are responsible for the technical implementation of data-
base systems, managing the database systems currently in use,  and setting and
enforcing policies for their use

• A range of tools is provided by contemporary DBMS to enable the administration
process. These can be categorised into groups such as user-related functions, data
archiving, data backup and recovery, data control, performance monitoring, enforc-
ing security and integrity

• User-related functions include assignment of user groups and passwords, granting
access to DBMS facilities and granting access to databases

26.9 A C T I V I T I E S

1. In terms of some DBMS known to you, investigate the range of user-related facili-
ties provided for the database administrator.

2. In terms of some DBMS known to you, investigate the range of backup and
recovery facilities provided for the database administrator.

3. In terms of some DBMS known to you, investigate the range of performance
monitoring facilities provided for the database administrator.

26.10 R E F E R E N C E

Loney, K. and M. Theriault (2002). Oracle9i DBA Handbook. New York, McGraw-Hill.

380 D A T A B A S E  S Y S T E M S


