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Example | ]

If we stored student data as an ordered file then we might use student number as
our key field.

27.5.3

Ordered files allow more efficient access algorithms to be employed to search
a file. One of the most popular of such algorithms is the binary search or binary
chop algorithm which involves a continuous half-wise refinement of the
search space. This algorithm is described in Chapter 28.

Insertion and deletion are more complicated in an ordered file. To insert a
new record we first have to find the correct position for the insertion in the key
sequence. If there is space for the insertion in the relevant block then we can
transfer it to main memory, reorder the block by adding the new record and
then write the block back to disk. If there is insufficient space in the block then
the record may be written to a temporary area known as overflow. Periodically,
when the overflow area becomes full the DBA needs to initiate a merging of the
overflow records with the main file.

HASHED FILES

Hashed files provide very fast access to records based on certain criteria. They
are organised in terms of a hash function which calculates the address of the
block that a record should be assigned to or accessed from.

A hashed file must be declared in terms of a so-called hash key. This means
that there can be only one hashed order per file. Inserting a record into a
hashed file means that the key of the record is submitted to a hash function.
The hash function translates the logical key value into a physical key value - a
relative block address. Because this causes records to be randomly distributed
throughout a file — they are sometimes known as random files or direct files.

Hash functions are chosen to ensure even distribution of records through-
out a file. One technique for constructing a hash function involves applying
an arithmetic function to the hash key. For instance, suppose we use student
code as the hash key for a student file. The hash function might involve taking
the first three characters from a student code, converting these characters to an
integer and adding the result to a similar integer conversion performed on the
last three characters of the student code. The result of this addition would then
be used as the address of the block into which the record should be placed.

Hashed files must have a mechanism for handling collisions. A collision occurs
when two logical values are mapped into the same physical key value. Suppose we
have a logical key value: 2034. We find that feeding this key value through the
hash function computes the relative block address: 12 (in practice, this address
would be a hexadecimal number). A little later we try to insert a record with the
key value 5678. We find that this also translates to relative block address 12. This
is no problem if there is space in the block for the record. As the size of the file
grows, however, blocks are likely to fill up. If the file manager cannot insert a
record into the computed block then a collision is said to have occurred.
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If you don't find it in the index, look very carefully through the entire catalogue.

Sears, Roebuck, and Co., Consumer’s Guide, 1897

LEARNING OUTCOMES

At the end of this chapter the reader will be able to:

e Explain the concept of an access mechanism
Define the concept of an index
Describe a number of different types of access mechanism
Explain the principle of a B-tree index

Discuss the functionality of the SQL CREATE INDEX statement

B+ Tree Index
Balanced @ @
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Create Index
B-Tree

Indexes
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Multi-Level
Indexes
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INTRODUCTION

In the previous chapter we described a number of forms of access which are
inherently related to underlying file organisations. Hence, for instance,
sequential access is available for sequential files and hashed access is available
for hashed files. In this chapter we discuss a form of access mechanism which
is added to a database to improve performance without affecting the underly-
ing storage structure. This is the index. We describe a number of different
forms of index and explain how indexes are defined in SQL.

SIMPLE INDEXES

To simplify somewhat, the basic idea of an index can be regarded as a two-field
file added to a database system. This file is known as the index file and is distin-
guished from the data file which stores the data. The first field of the index
contains an ordered list of data values. These data values are defined on an
index field or fields in the data file. The second field in a simple index file
contains a list of block or page addresses for the records referenced by the index
field.

Figure 28.1 illustrates a simple index. The key field in this case comprises a
list of student numbers. These are the logical addresses to the records in the
student file and are translated via the index into physical addresses indicating
the pages on disk within which the records are stored.

Index File
’//V Student Record: 956222 |Page 1
e _ |, | Student Record: 956223
956223 - |
956224 » | Student Record: 956224 |Page 2
956225 14 +» | Student Record: 956225
SRS T 7> Student Record: 956226 |Page 3
956227 » | Student Record: 956227
956228 T,
956229 ] Student Record: 956228 |Page 4
> | Student Record: 956229

Figure 28.1 Simple index.
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If the index field is defined on the key field, i.e. a field that is guaranteed to
have unique values then it is called a primary index. If the index field is not
defined on a key field then it is referred to as a secondary index. The index
illustrated in Figure 28.1 is a primary key index.

Ideally, one would like to keep the index suitably small so that a major part
of it can be held in main memory. Processing employing an algorithm such as
binary chop (also referred to as binary search) can then be performed on the
index. Binary chop is an efficient algorithm for searching an ordered list of
values. A sample binary chop algorithm expressed in pseudo-code is presented
below:

Binary Chop

first = 1; last = N; found = false; keepSearching = true
WHILE (last>=1 AND found = false AND keepSearching = true)
| = (first + last)/2; {halve the search space}
keyValue = readIndex(l);
IF searchKey < keyValue THEN {key value is in lower half of search area}
last=1-1;
ELSE IF searchKey > keyValue THEN {key value is in top half of search area}
first=1+1;
ELSE IF searchKey = keyValue THEN {key value is found}
found = true;
ELSE {key value is not in index}
keepSearching = false;

INDEXED SEQUENTIAL FILES

A sorted data file with a primary index defined on it is known as an indexed
sequential file. This form of data structure permits the records either to be
accessed sequentially or to be accessed directly via the index. The main prob-
lem with indexed sequential files lies in the need to update the index when-
ever new records are inserted into the data file.

MULTI-LEVEL INDEXES

As the size of an index grows so the search time associated with the index
increases. Therefore, in practice, most indexes in DBMS are some form of
multi-level index. A multi-level index consists of a number of levels of index.
Figure 28.2 illustrates a two-level index. The values in level 2 of this index
represent the highest key values of the pages in level 1.



398 @ DATABASE SYSTEMS

Figure 28.2 M

ulti-level index.

TREE STRUCTURES

Many DBMS use a structure known as a tree to store index values. A tree
consists of a hierarchy of nodes in which every node, except the so-called root
node, has one parent and zero or more child nodes. The nodes in the tree that
have no children are known as the leaf nodes of the tree. The depth of a tree is
the number of the levels between the root node and the leaf nodes of the tree.
The depth may vary depending on the different paths between the root node
and leaf nodes. The order of a tree is the maximum number of children allowed
per parent node. A binary tree is one of order 2. Figure 28.3 illustrates a tree of

order 2 and dep

Figure 28.3 A

th 2.

Level 2 Level 1 File
Index Index
956222 [ Student Record: 956222
956223 | —1 % (956223 I Student Record: 956223
956225
\\\A o [ Student Record: 956224
SRS > | Student Record: 956225
22 I
956227 | | 4 222223 ™ [ Student Record: 956226
956229 \ﬁr» Student Record: 956227
956228 ||
\AL 956229 T [ Student Record: 956228
™ | Student Record: 956229

Page 1

Page 2

Page 3

Page 4

B ———— Root

PN
A

sample tree.

7\

WM Leaf
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285.1 BALANCED TREES

If all the paths in a tree are of the same depth then the tree is described as a

balanced tree or B-tree (Comer, 1979). A B+ tree is a variation of a B-tree in

which records are held only in the terminal nodes of the tree. Non-terminal

nodes act as indexes to lower levels in the tree.
A B+ tree of order M is a tree with the following properties:

® No node has more than M children

® Every node, except the root node and terminal nodes, has at least M/2
children

® The root, unless the tree has only one node, has at least two children

® All terminal nodes appear on the same level, i.e. at the same distance from
the root

® A non-terminal node with K children contains K — 1 records (keys). A termi-
nal node contains at least [M/2] — 1 records and at most M - 1 records

® Terminal nodes are linked in order of key values

Example |:| Suppose we have a simple file which we wish to index and which the logical key

values are student numbers. A B-tree index for such a file is illustrated in Figure

28.4. Each record in the index now consists of one or more key values interspersed

with pointers to other records in the tree. The tree is balanced in that all terminal

nodes appear at the same distance from the root of the tree.

Figure 28.4 B+ tree.

285.2 SEARCHING B-TREES

When searching a B-tree for a key value (say 956224) we start at the root node.
We search this node for the key value. If the key is not found (956224 does not
match with 956225) a comparison with the keys of the node will identify the
appropriate subtree to examine. If the appropriate pointer is null, then we are
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at the lowest level of the tree and the key we are searching for is not present.
If the pointer is not null then we read the node pointed to and repeat the
process. In our case we need to search the left-most branch of the tree, since
956224 comes before 956225. 956224 does not match with the first key value
in the next node (956223) so we inspect the next key value in this node
(956225). We therefore need to take the mid-pointer in this node. This directs
us the terminal node in which the search key is present.

UPDATING B-TREES

When inserting or deleting records from a data file, all B-tree indexes declared
on the file will have to be updated as well. Inserting a key value involves first
tinding the appropriate place in the tree for the key and then updating the tree.
However, since a B-tree has to remain balanced, any insertion or deletion activ-
ity may cause a reorganisation of the tree structure.

To take a simple example, suppose we wish to insert the record with the key
value 956222 into the file described above. This means we have to update the
index. Presently there is no space for this key value in the tree. This means that
we have to reorganise the index into the structure illustrated in Figure 28.5.
Note how we have had to introduce a new terminal node to handle this new
key value.

I

Figure 28.5 An updated B+ tree index.

CASE STUDY: THE SQL CREATE INDEX STATEMENT

In Codd’s early papers on the Relational Data Model, little attention was paid
to questions of performance, particularly retrieval performance. In any rela-
tional database system, however, the question of how long it takes to gain a
response to a query is of fundamental importance.
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The main way of achieving retrieval performance advantages in SQL-based
systems is by adding indexes to a database. To build an index in SQL we use
the CREATE INDEX statement:

CREATE INDEX <index name>
ON <table name> (<column name>)

Example |:| For instance, we might create an index on the courseCode column of the table
modules. We would do this as follows:
CREATE INDEX Mind
ON Modules (courseCode)
The keyword UNIQUE may be added to a CREATE INDEX statement. Such an
index will only store distinct values. This facility can be used to force users only
to enter unique values in the column or columns of a table.

One of the main strengths of relational databases is that indexes can be
created and deleted with relative abandon. To delete an index we use the
following command:

DROP INDEX <index name>

Example |:| For instance:

DROP INDEX Mind

It is noteworthy that indexes take up additional storage in a database
system. Frequently, database designers forget to include indexes in their sizing
estimates (Chapter 19). Also, it is significant that index information will be
stored in the system catalog and is used particularly to perform the query opti-
misation process (Chapter 30).

SUMMARY

® Access mechanisms are added to databases to improve retrieval performance
® The most commonplace form of access mechanism is the index
® The most popular form of index in contemporary DBMS in the B+ tree index

® SQL has a CREATE INDEX and DROP INDEX command
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28.8 @ ACTIVITIES

1. Investigate whether a DBMS known to you uses indexes.
2. How can indexes be created using this DBMS?

3. Does the DBMS use B-tree indexes?
4

. Does the DBMS use the SQL CREATE INDEX statement?

28.9 @ REFERENCE

Comer, D. (1979). The ubiquitous B-tree. ACM Computing Surveys 11(2): 121-38.



TRANSACTION MANAGEMENT

He who every morning plans the transaction of the day and follows out that plan, carries a
thread that will guide him through the maze of the most busy life. But where no plan is
laid, where the disposal of time is surrendered merely to the chance of incidence,
chaos will soon reign.

Victor Hugo (1802-85)

LEARNING OUTCOMES

At the end of this chapter the reader will be able to:
Define the concept of base integrity
Discuss the concept of a transaction
Discuss the problems of concurrency control and the traditional solution of locking
Review the issue of database consistency and the traditional solution in terms of trans-

action logging and recovery
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INTRODUCTION

In Chapter 3 we distinguished between two major types of integrity: inherent
and additional integrity. These two types of integrity are concerned with the
logical state of some database. The overall objective of both inherent and addi-
tional integrity is to make sure that some database is an accurate reflection of
the real world that it is attempting to represent.

Ensuring integrity is also however a concern of the physical dimension
of a database system, particularly in multi-user environments. The kernel of
a DBMS has to concern itself with the problems of hardware and software
failure or the problems of distributing a scarce resource among multiple
users. We might call this type of integrity base integrity to distinguish it
from semantic integrity of which inherent and additional integrity are
forms.

In this chapter we examine one of the most important aspects of base
integrity: transaction management. Transaction management involves ensur-
ing concurrent access to a database, and ensuring the consistency of this data-
base in a multi-user environment.

TRANSACTIONS

In a multi-user database system the procedures that cause changes to a data-
base or retrieve data from the database are called transactions. A transaction
may be defined as a logical unit of work (Elmasri and Navathe, 2000). It
normally corresponds to some coherent activity performed by an individual,
group, organisation or software process on a database. In practice it may consti-
tute an entire program, a set of commands or a single command which accesses
or updates some database.

Example |:|

Consider a database maintained as part of an airline reservation system. A transac-
tion here might consist of a travel agency booking several connecting flights for a
customer. This transaction must therefore:

e Read a number of specified data structures from the database to obtain the dates,
times, flight numbers and seat availability information

e Check that the proposed group of flights has a seat available

e If a seat is available on each flight, reserve seats, otherwise report failure

To remain an accurate reflection of its real-world domain, any transaction such
as the one above should demonstrate the properties of atomicity, consistency,
isolation and durability (sometimes abbreviated to ACID):
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® Atomicity. Since a transaction consists of a collection of actions, the DBMS
should ensure that either all the transaction is performed or none of it is
performed

® Consistency. All transactions must preserve the consistency and integrity of
the database. Operations performed by an updating transaction, for
instance, should not leave the database in an inconsistent or invalid state
(section 1.3)

® [solation. While a transaction is updating shared data, that data may be
temporarily inconsistent. Such data must not be made available to other
transactions until the transaction in question has finished using it. The
transaction manager must therefore provide the illusion that a given trans-
action runs in isolation from other transactions

® Durability. When a transaction completes, the changes made by the trans-
action should be durable. That is, they should be preserved in the case of
hardware or software failure

Example |:|

e Atomicity — in our example, only if a seat is available on all the required flights in
a person’s proposed journey is the booking confirmed

e Consistency — hence in an airline system we should not be able to overbook a
flight

® /solation — in terms of our example, the data structures containing information
about connecting flights should not be available for update by other transactions
until this transaction has finished using the information

e Durability — in the case of the airline booking, we must ensure that if some fail-
ure occurs during the process of executing the booking, the system can restore
the system to the state that existed before the transaction began executing

29.2.1

In the sections that follow, we consider these properties in more detail, and the
consequences they have for transaction management.

TRANSACTIONS IN SQL-BASED SYSTEMS

In most SQL-based products, a transaction is simply a sequence of SQL state-
ments that is packaged as a single entity. Relational DBMS maintain consis-
tency by ensuring either that all the SQL statements in a transaction complete
successfully or that none do. In other words, if a transaction is made up of a
debit of money from one bank account and a credit to another bank account,
then either both updates succeed or both fail.

In SQL the statements COMMIT and ROLLBACK are used to delineate trans-
actions. COMMIT makes permanent changes to a database. ROLLBACK undoes
all changes made in an unsuccessful transaction.
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Example |:|

Hence, a transaction to enrol a student in a module might involve two statements,
one to update a registration table, the other to increment the roll of a module:

INSERT INTO Registration (studentNo, moduleName)
VALUES (34698, Relational Database Systems’)
UPDATE Modules
SET roll = roll +1
COMMIT

29.3.1

If for some reason a system failure occurred after the first update, issuing a
ROLLBACK command will take the database back to its previous state.
Conversely, if we are happy that our transaction has completed successfully,
the COMMIT command will make the updates permanent. This ensures the
property of atomicity.

Some SQL commands such as create table and create index usually automati-
cally commit when they are executed. For most other commands, the default
is not to commit. This system-wide edict can be changed however in many
DBMS by a command that sets automatic commitment. This has the effect of
committing all changes immediately after the execution of each SQL state-
ment.

CONCURRENCY

It is more than likely that the airline system described in section 29.2 is a multi-
user database system. In other words, the data about flight bookings is proba-
bly shared between a whole range of terminals, perhaps spread geographically
among major airports and travel agencies. An immediate consequence of the
data-sharing property of database systems is that mechanisms must be
provided for handling shared or concurrent access. When several transactions
are executed effectively in parallel on a shared database, their execution must
be synchronised.

Some of the problems introduced by concurrency are considered below
(Connolly and Begg, 2002).

THE LOST UPDATE PROBLEM

Suppose we have a file of relevance to the airline system described above. In this
tile each record corresponds to a particular flight. Record (flight) 21 within this
file currently has the number of seats booked (a field named seats) set to 10. This
is the state at time T = 0. At time T = 1, Transaction A accesses flight record 21.
Transaction B however also accesses record 21 at time T = 2. Transaction A incre-
ments the number of seats booked on record 21 by 1 at time T = 2 and writes
this back to the database at time T = 3. Transaction B increments the number of
seats by 5 at time T = 3 and writes back this change at time T = 4.
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The problem is that Transaction A’s update has been lost since Transaction
B’s update has overwritten it. This means that the value of seats is 15 rather
than the true value of 16. This anomaly is normally referred to as the lost update
problem. 1t is one example of the need for concurrency control. This problem is
illustrated in the table below.

Time Transaction A Transaction B Record 21
T=0 Seats = 10
T=1 Read record 21 (Seats = 10) Seats = 10
T=2 Seats = Seats + 1 Read record 21 (Seats = 10)  Seats = 10
T=3 Write record 21 (Seats) Seats = Seats + 5 Seats = 11
T=4 Commit Write record 21 (Seats) Seats = 15
T=5 Commit Seats = 15

The lost update problem can be avoided if the transaction manager module
within the DBMS prevents Transaction B from reading the value of the field in
the record being updated until after Transaction A’s update has completed. In
other words, the transaction manager must ensure the isolation of transac-
tions.

THE UNCOMMITTED DEPENDENCY PROBLEM

The uncommitted dependency problem occurs as the result of one transaction
viewing the intermediate results of another transaction before that transaction
has committed. In the example below we use exactly the same transactions as
in the previous example, but change the time at which Transaction B starts to
T = 4. Also, for some reason, this transaction fails to complete successfully and
rolls back at T = 5. However, since Transaction B starts at T = 4, it reads the
updated value of the field seats and proceeds to increment this value by 5.
Hence the final value for this field, 16, is incorrect. This process is illustrated in
the table below.

Time Transaction A Transaction B Record 21
T=0 Seats = 10
T=1 Read record 21 (Seats = 10) Seats = 10
T=2 Seats = Seats + 1 Seats = 10
T=3 Write record 21 (Seats) Seats = 11
T=4 Read record 21 (Seats = 11) Seats = 11
T=5 Rollback Seats = Seats + 5 Seats = 10
T=6 Write record 21 (Seats) Seats = 16
T=7 Commit Seats = 16

This anomaly can be avoided by preventing Transaction B from reading the
value of a field until after the decision is made to commit or rollback
Transaction A.
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29.3.3 THE INCONSISTENT ANALYSIS PROBLEM
The two problems discussed above are examples caused by problems of updat-
ing. However, transactions that solely read from a database can also suffer prob-
lems, particularly if they read partial results of incomplete transactions. This
type of problem is sometimes known as the dirty read or the unrepeatable read.
Example |:| Consider the case below. Transaction B is attempting to build a summation of the
current state of seat utilisation across three flights (records 21, 22, and 23).
However, while it is executing, Transaction A is updating two of the relevant flights.
This causes the final total of 44 to be incorrect, as illustrated below.
Time Transaction A Transaction B Record 21 Record 22 Record 23 Sum
T=0 Seats = 10 Seats = 15 Seats = 20
T= Sum =0 Seats = 10 Seats = 15 Seats = 20 0
T= Read record 21 Read record 21 Seats = 10 Seats = 15 Seats = 20 0
(Seats = 10) (Seats = 10)
T=2 Seats = Seats + 1 Sum = Sum + Seats Seats = 10 Seats = 15 Seats = 20 10
T=3 Write record 21 Read record 22 Seats = 11 Seats = 15 Seats = 20 10
(Seats) (Seats = 15)
T=4 Read record 23 Sum = Sum + Seats Seats = 11 Seats = 15 Seats = 20 25
(Seats = 20)
T=5 Seats = Seats - 1 Seats = 11 Seats = 15 Seats = 20 25
T=6 Write record 23 Seats = 11 Seats = 15 Seats = 19 25
(Seats)
T=7 Commit Read record 23 Seats = 11 Seats = 15 Seats = 19 25
(Seats = 19)
T=8 Sum = Sum + Seats Seats = 11 Seats = 15 Seats = 19 44
T=9 Commit Seats = 11 Seats = 15 Seats = 19 44
This problem can be avoided by preventing Transaction B from reading the seats
field of records 21 and 23 until after Transaction B has performed its updates.

294 ©)

CONCURRENCY CONTROL

Some of the main problems associated with the concurrent access to a database
by a set of transactions have been discussed above. The primary objective of
concurrency control is to prevent such interference between transactions from
occurring. Concurrency control aims for the objective of serialisability.
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A transaction comprises a set of reads and writes against some database. The
sequence of reads and writes relevant to a set of concurrent transactions is
known as a schedule. A serial schedule is one in which each transaction is
executed consecutively, thus prohibiting any interleaving of operations
between transactions. In a serial schedule, any one transaction must complete
before the next transaction is allowed to begin. A serial schedule will always
guarantee that, when executed, it never leaves the database in an inconsistent
state.

However, in a multi-user DBMS there may be many transactions that can
effectively execute in parallel without interfering with one another. For exam-
ple, a set of transactions that accesses entirely different parts of a database can
be executed concurrently without any interference. A schedule is said to be a
non-serial schedule when the operations from a set of concurrent transactions
are interleaved. Concurrency control aims for the objective of so-called serial-
isability; that is, to identify those non-serial schedules that may behave as serial
schedules in that they produce a database state that could be produced by serial
execution.

A non-serial schedule is said to be correct if it produces the same result as
some serial execution. A correct non-serial schedule is described as being seri-
alisable. In practice, DBMS do not test for the serialisability of a schedule
directly; instead they employ protocols that have been established to produce
serialisability.

There are two major protocols employed: locking and timestamping. Both
locking and timestamping are generally referred to as pessimistic approaches to
ensuring serialisability in that they are based on the premise that conflict
between transactions is a common occurrence and therefore that certain trans-
actions should be delayed in their access to data. In contrast, optimistic meth-
ods are based on the premise that conflict is rare and hence that transactions
should normally proceed unhindered, checking being performed before a
transaction commits.

LOCKING

We consider the pessimistic mechanism of locking because it is the most
commonplace approach in contemporary DBMS. When a transaction locks a
data-item it is saying to other transactions ‘I am doing something with this
data-item, wait until I have completed my task’. The net result of applying
locks is to serialise access to limited resources. We can distinguish between two
main types of locks:

® Read locks. A read lock gives only read access to data and prevents any other
transaction from updating the locked data. Any number of transactions may
hold a read lock on a data item and thus they are sometimes referred to as
shared locks. A transaction applies this type of lock when it wishes to query
a file but does not want to change it. Also, it does not wish other transac-
tions to change it while it is looking at it
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® Write locks. A write lock gives both read and write access to a data-item. It
also prevents any other transaction from reading from or writing to a data-
item. For this reason it is often referred to as an exclusive lock

Locks are normally used in the following way:

® Any transaction that wishes to access a data-item must first lock the data-
item. If the access is merely read only, a read lock is requested. If the trans-
action wishes to both read and update the data-item, then a write lock is
requested

® The DBMS first checks to see if the data-item is locked by another transac-
tion. For this purpose the DBMS needs to maintain a lock table. If it is
locked, the DBMS determines whether the lock requested is compatible with
that set on the data-item. If a read lock is requested on a data-item already
having a read lock on it, then the request is allowed. In all other cases, the
requesting transaction must wait

® [f, of course, the data-item is not currently locked then the DBMS allows
access and puts a lock against it

® A transaction continues to hold a lock until either it releases the lock during
its execution or the transaction terminates

A DBMS normally maintains a locking scheme by updating a lock table held in
main memory. Imposing a write lock on a data-item can have a serious effect
on the amount of concurrency in a database system. The degree of seriousness
frequently depends on the granularity of the data-item. Locks can usually be
declared at the level of files, pages, records or even fields within records. If the
locked data-items are large, then the performance of update activity can possi-
bly degrade. If the locked data-items are at the level of fields, then the size of
the lock table held by the DBMS and the amount of processing conducted on
the lock table can degrade performance.

TWO-PHASE LOCKING

Using locks by themselves does not guarantee serialisability of transactions.
To guarantee such serialisability the DBMS must enforce an additional
protocol known as two-phase locking. This involves dividing the life
of every transaction into two phases: a growing phase, in which it acquires
all the locks it needs to perform its work, and a shrinking phase, in which
it releases its locks. During the growing phase it is not allowed to release
any locks, and during the shrinking phase it is not allowed to acquire any
new locks. This does not mean that all locks be acquired simultaneously
since a transaction normally will engage in the process of acquiring some
locks, conducting some processing, then going on to acquire more locks,
and so on. The two-phase locking protocol merely involves enforcing two
rules:
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® A transaction must acquire a lock on a data-item before performing any
processing on that data-item

® Once a transaction releases a lock it is not permitted to acquire any new
locks

Below we demonstrate how two-phase locking prevents the three anomalies
associated with concurrent transactions discussed above.

THE LOST UPDATE PROBLEM

In the table below, Transaction A requests a write lock on record 21 at time
T = 1. Transaction B attempts a write lock at time T = 2. It is forced to wait
because Transaction A has a write lock on the record. It waits until time T =
5 when Transaction A unlocks the record. The final state of record 21 after
these two transactions have executed leaves the field seats at the correct value
of 16.

Time Transaction A Transaction B Record 21
T=0 Seats = 10
T=1 Write Lock (record 21) Seats = 10
T=2 Read record 21 Write Lock (record 21) Seats = 10
(Seats = 10)
T=3 Seats = Seats + 1 Wait Seats = 10
T=4 Write record 21 (Seats) Wait Seats = 11
T=56 Unlock (record 21) Wait Seats = 11
T=6 Commit Read record 21 Seats = 11
(Seats 11)
T=7 Seats = Seats + 5 Seats = 11
T=8 Write record 21 (Seats) Seats = 16
T=9 Unlock (record 21) Seats = 16
T=10 Commit Seats = 16

THE UNCOMMITTED DEPENDENCY PROBLEM

In the table below, Transaction A requests a write lock on record 21. It then
proceeds to attempt to update the record. At time T = 3 Transaction B attempts
a write lock on record 21. It is prevented from doing this because of the write
lock that Transaction A holds on this record. At time T = 5 Transaction A rolls
back, causing the database to return to its previous value for the seats field. The
rollback terminates the transaction, allowing transaction B to be granted access
to the record. After completing its update, Transaction B leaves the database in
a consistent state.
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Time Transaction A Transaction B Record 21
T=0 Seats = 10
T=1 Write Lock (record 21) Seats = 10
T=1 Read record 21 (Seats = 10) Seats = 10
T=2 Seats = Seats + 1 Seats = 10
T=3 Write record 21 (Seats) Write Lock (record 21) Seats = 11
T=4 Unlock (record 21) Wait Seats = 11
T=5 Rollback Wait Seats = 10
T=6 Read record 21 (Seats = 10) Seats = 10
T=7 Seats = Seats + 5 Seats = 10
T=8 Write record 21 (Seats) Seats = 15
T=9 Commit Seats = 15

29.45 THE INCONSISTENT ANALYSIS PROBLEM

The table below illustrates a solution to the inconsistent analysis problem. To
prevent this problem, Transaction A precedes all its reads by write locks. Also,
Transaction B must precede its reads with read locks. This strategy ensures that
the summation transaction must wait until update activity has completed.

Time Transaction A Transaction B Record 21 Record 22 Record 23 Sum
T=0 Seats = 10 Seats = 15 Seats = 20

T=1 Sum =0 Seats = 10 Seats = 15 Seats = 20 0
T=2 Write Lock (21) Seats = 10 Seats = 15 Seats = 20 0
T=3 Read Seats = 10 Read Lock (21) Seats = 10 Seats = 15 Seats = 20 0
T=4 Seats = Seats + 1 Wait Seats = 10 Seats = 15 Seats = 20 0
T=5 Write Seats Wait Seats = 11 Seats = 15 Seats = 20 0
T=6 Write Lock (23) Wait Seats = 11 Seats = 15 Seats = 20 0
T=7 Read Seats = 20 Wait Seats = 11 Seats = 15 Seats = 20 0
T=8 Seats = Seats - 1 Wait Seats = 11 Seats = 15 Seats = 20 0
T=9 Write Seats Wait Seats = 11 Seats = 15 Seats = 19 0
T=10 Commit, Unlock Wait Seats = 11 Seats = 15 Seats = 19 0

(21, 22)
T=11 Read Seats = 11 Seats = 11 Seats = 15 Seats = 19 0
T=12 Sum = Sum + Seats Seats = 11 Seats = 15 Seats = 19 11
T=13 Read Lock (22) Seats = 11 Seats = 15 Seats = 19 11
T=14 Read Seats = 15 Seats = 11 Seats = 15 Seats = 19 11
T=15 Sum = Sum + Seats Seats = 11 Seats = 15 Seats = 19 26
T=16 Read Lock (23) Seats = 11 Seats = 15 Seats = 19 26
T=17 Read Seats = 19 Seats = 11 Seats = 15 Seats = 19 26
T=18 Sum = Sum + Seats Seats = 11 Seats = 15 Seats = 19 45
T=19 Commit, Unlock Seats = 11 Seats = 15 Seats = 19 45
(21, 22, 23)

29.46 DEADLOCK

A data-item need not be locked for the entire duration of a transaction. It may
simply be locked during data access. This can increase the level of concurrency
in a system but increases the likelihood of deadlock occurring.



TRANSACTION MANAGEMENT @ 413

Deadlock, sometimes known as deadly embrace, is best described by a simple
example. Consider two transactions, Transaction A and Transaction B:

® At time T1 Transaction A write locks record 1
® At time T2 Transaction B write locks record 2

® At time T3 Transaction A requests a write lock on record 2. It must wait since
Transaction B has locked record 2

® At time T4 Transaction B requests a write lock on record 1. It must also wait

Time Transaction A Transaction B
T=0

T=1 Write Lock (1)

T=2 Read record 1 (Seats) Write Lock (2)

T=3 Write Lock (2) Read record 2 (Seats)
T=4 Wait Write Lock (1)

T=56 Wait Wait

T=6 Wait Wait

T=7 Wait Wait

At this point neither transaction can proceed. — they are said to be deadlocked.

There are a number of strategies that can be employed to prevent deadlock.
One strategy is to force all transactions to perform all their locks prior to execu-
tion. This strategy however tends to have a detrimental effect on performance,
as large transactions continuously wait to execute. More effective strategies in
database systems involve detecting deadlock after it has occurred and resolving
such deadlock.

THE TRANSACTION MANAGER AND TRANSACTION LOG

The transaction manager (Silberschatz et al., 2002) is a module within the
kernel of a DBMS that handles the throughput of transactions against a data-
base. One of its primary responsibilities is ensuring that a transaction either
completes successfully or fails. A successful transaction is one in which all the
operations of the transaction have completed successfully. A failed transaction
is one in which one or more of the related operations within the transaction
have not completed successfully.

One of the major functions of the transaction manager is to record the
execution of transactions. The place where these records of execution are
stored is normally referred to as the transaction log, or sometimes as the trans-
action journal. The major steps in the execution of a transaction are:

® Start the transaction - input transaction into the transaction manager
® Log the transaction — record initial details of the transaction in log

® Fetch database records
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® [og before image of transaction - that is, the values before processing the
transaction

Compute new values

Log after image of transaction - that is, the values after processing

Log commitment
® Write new records to database

The transaction log is a file that contains data about the updates affecting a data-
base. Such data may comprise both transaction records and checkpoint records.
Transaction records may contain:

® An identifier for the log record
® An identifier for the transaction
® A time for the transaction operation

® An operation type such as the start of the transaction, insert, update, delete,
abort or commit

® An identifier for the data-item affected

® In the case of updates and deletions, the value of the data-item before the
change (before image)

® In the case of insertions or updates, the value of the data-item after the
change (after image)

® Pointers to previous and next log records associated with a particular trans-
action

® Checkpoint records (see section 29.6.2)

Example |:| A segment of a transaction log is illustrated below:

Log Transaction Time Operation Data Item Before After Previous Next

ID Type Image Image Pointer Pointer

1 Trans 1 13:10 Start 0 2

2 Trans 1 13:11 Update Flight record 21 (old) (new) 1 6
(Seats)

3 Trans 2 13:14 Start 0 4

4 Trans 2 13:15 Insert Flight record (new) 3 6

5 Trans 2 13:16 Delete Flight record 45  (old) 5 8

6 Trans 1 13:17 Commit 2 0

7 13:18 Checkpoint Trans 2

8 Trans 2 13:18 Commit 5 0




29.6.1

TRANSACTION MANAGEMENT @ 415

In the case of total system failure, the transaction manager will use the trans-
action log to recover. Therefore, because of its importance, the transaction log
must be included in any strategy for backup and recovery.

Because of the interaction of concurrency and consistency, SQL2 defines a
number of so-called isolation levels that can be set for given transactions. This
allows the user to control the balance between concurrency and consistency.
Hence, a user might set a transaction to have an isolation level of read uncom-
mitted. This will basically tell the transaction manager to allow the type of read
problem discussed in section 29.3 (the lost update or dirty read problem), to
the benefit of increased levels of concurrency.

RECOVERY

Recovery is the process of ensuring that a database can achieve a consistent state
in the event of failure. The basic unit of recovery in a database system is the trans-
action. The module of the DBMS tasked with handling recovery must ensure that
transactions display the properties of atomicity and durability. This process is
complicated by the fact that the management of update activities against a data-
base is not a single-step process. Frequently the writing of changes to a database
will involve the steps of reading data from disk into a database buffer, updating
data in main memory and writing the database buffer back to disk.

The process of transferring data from buffers in main memory to secondary
storage is known as flushing. Flushing may occur when triggered by a
command such as a commit, may occur automatically when the buffer becomes
full or may be set to occur at periodic intervals. The latter approach is known
as force-writing the buffer.

Failure can occur either when writing the data to buffers or while flushing the
buffers. If a transaction issued a commit but failure occurred before flushing
completes, then the changes to the database will not be made permanent. In this
case the recovery module will need to redo the transaction updates. If the trans-
action has not committed when failure occurs, then the recovery module has to
undo any changes made to the database to ensure atomicity of transactions.

RECOVERY FACILITIES
Most DBMS will provide the following recovery facilities:

® A mechanism which enables backup copies of either the whole or part of a
database

® A facility which logs transactions and changes to the database (see above)
® A facility for checkpointing updates to a database

® A facility which permits the system to restore the database to a consistent
state after hardware and software failure

The next section considers the issue of checkpointing.
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29.6.2

29.6.3

29.7 @

CHECKPOINTING

Checkpointing is a technique used to limit the amount of searching that needs
to be performed against a log file in order to carry out recovery effectively.
Checkpointing involves force-writing database buffers to secondary storage at
predetermined intervals. At such intervals:

® All log records in main memory will be written to secondary storage
o All modified data in the buffers will be written to secondary storage

® A checkpoint record will be written to the log indicating all active transac-
tions at the time of the checkpoint

RECOVERING FROM FAILURE

In the case of failure that has caused extensive damage to the database, recov-
ery will involve using the last backup copy of a database in association with the
log file to reapply committed transactions. In the case where some failure has
left the database in an inconsistent state, we do not need to utilise a backup
copy. Instead, we can use the before and after images in the log file to restore
the database to a consistent state.

There are a number of different ways in which recovery can be undertaken
in the latter situation. One approach, known as the deferred update protocol,
involves updating a database only after transactions have reached their
commit point. In the event of failure, uncommitted transactions do not need
to be considered because they will not have modified the database. However,
committed transactions may need to be redone because their updates may not
have modified the database.

SUMMARY

® Transaction management involves ensuring concurrent access to a database, and
ensuring the consistency of this database in a multi-user environment

® |n a multi-user database system, the procedures that cause changes to a database
or retrieve data from the database are called transactions

® Any transaction should demonstrate the properties of atomicity, consistency, isola-
tion and durability

® |n SQL the statements COMMIT and ROLLBACK are used to delineate transactions

® Animmediate consequence of the data-sharing property of database systems is that
mechanisms must be provided for handling shared or concurrent access. A number
of problems are introduced by concurrency, including the lost update problem, the
uncommitted dependency problem and the inconsistent analysis problem

® Concurrency control aims for the objective of so-called serialisability

® |ocking is a pessimistic approach to ensuring serialisability
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® The transaction manager is a module within the kernel of a DBMS that handles the
throughput of transactions against a database. One of the major functions of the
transaction manager is to record the execution of transactions. The place where
these records are stored is normally referred to as the transaction log

® Recovery is the process of ensuring that a database can achieve a consistent state
in the event of failure. The basic unit of recovery in a database system is the trans-
action

® Checkpointing is a technique used to increase the efficiency of recovery. It involves
force-writing database buffers to secondary storage at predetermined intervals

ACTIVITIES

1. Examine a DBMS known to you and try to determine what approach to concurrency
control it uses.

2. If it uses a locking scheme, determine the granularity of the scheme.
3. Try to determine the structure of its transaction log.

4. Does it use checkpointing as an approach?
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OTHER KERNEL FUNCTIONS

| keep the subject of my inquiry constantly before me, and wait till the first dawning opens
gradually, by little and little, into a full and clear light.

Isaac Newton (1642-1727)

LEARNING OUTCOMES

At the end of this chapter the reader will be able to:

e Discuss the structure of the physical data dictionary

e Discuss the key features of the query management function of a DBMS
e Describe the process of query optimisation

e Review backup and recovery facilities available in DBMS
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INTRODUCTION

In this chapter we discuss three other functions of the kernel of a DBMS. First,
we briefly review the structure of the physical data dictionary at the heart of
the DBMS. Second, we discuss the query management module of the DBMS
and the associated period of query optimisation. Finally, we briefly review the
backup and recovery facilities available in DBMS.

DATA DICTIONARY MANAGEMENT

The system catalog or data dictionary is at the heart of a DBMS. When a DBMS
is first configured on some hardware, the DBA will initially create groups of
users, provide passwords for such users, and declare data and facilities privi-
leges for each user group (Chapter 23). All this information will be written to
the data dictionary.

When users issue their data definition statements, this information will be
stored in the data dictionary. Also, when users maintain the data in the data-
base or retrieve data from the database, all this activity will be done using infor-
mation stored in the data dictionary.

The basic information that is stored in a data dictionary for a relational
DBMS includes:

® A description of base relations, including relation names, column names,
column data types and null characteristics of columns

Primary-key and foreign-key declarations, including propagation constraints
A description of views (Chapter 26)

Declarations of user groups and authorisations

Information about indexes, sizes of files, file structures and clusters (Chapter
27)

® Post-relational systems will also store information about procedures, triggers
and constraints (Chapter 10)

Figure 30.1 illustrates some of the key elements of the structure of a data dictio-
nary as an entity-relationship diagram (Chapter 16).

It is conventional in relational DBMS to store this meta-data in a set of tables
which can be queried using the same DBMS software as is used to query base
tables. Update activity against the system tables is however usually controlled
by forcing such activity to use a limited set of data definition commands. The
DBA is not normally allowed to create or delete a system table.

Each RDBMS catalog tends to be specific to that product. Hence, although
each RDBMS may store functionally the same information in their catalogs, the
structure of each catalog is different. Attempts are however ongoing to develop
a standard for the system catalog of relational DBMS (Chapter 11). The main
objective of this work is to enhance the connectivity of diverse DBMS.
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Figure 30.1 Structure of a data dictionary.

QUERY MANAGEMENT

When a query is expressed, probably in a DML such as SQL (Chapter 13) via
some interface (Chapter 24) to a DBMS, that query goes through a number of
stages:

® First the query is checked to see if it is syntactically correct. This is
frequently referred to as the parsing stage

® Then the query is validated against information stored in the data dictio-
nary. For instance, checks are made to see if the names of columns and
tables are appropriate. Checks are also made to ensure that users have the
appropriate access privileges

® Then the query is optimised. In other words, a piece of software translates
the user query into an execution plan. Such a plan will probably be
produced to take advantage of appropriate data structures and indexes
declared for the given database

® The query is executed
® The results of the query or error messages are returned to the user

This process is illustrated in Figure 30.2.
In relational systems such a process can be considered as a means of turn-
ing a non-procedural query (perhaps expressed in SQL) into a procedural
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implementation (which can be considered, at least theoretically, as a series of
relational algebraic operations).

[ User Interface ] )
WL Query
Parsing Stage:
checking syntax \
i Results/
Validating tables Error
and columns \ Messages
Checking
/ authorisation \
Query .
Optimisation Execution
Data Dictionary lan
Query
execution

Figure 30.2 Processing a query.

30.3.1 THE NEED FOR OPTIMISATION

The problem of query optimisation can be illustrated using a simple example
(Jarke and Koch, 1984). Suppose we have two tables from the academic data-
base, a students table and a moduleEnrolment table. The moduleEnrolment
table stores details of which students have enrolled for which modules. Given
these tables, the query ‘What students are currently enrolled on the relational data-
base systems module (a module code RDS)?' might be expressed in SQL as:

SELECT studentName

FROM Students S, ModuleEnrolment M
WHERE S.studentNo = M.studentNo
AND M.moduleCode = ‘RDS’

There are two basic ways in which this query can be implemented:

1. a. Form a combined record of students and enrolment information.
b. Extract from the resulting table those records having moduleCode
‘RDS’.
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30.3.2

2. a. Extract from the enrolment table those records having moduleCode
‘RDS’.
b. Match with the students table for the student names.

Let us assume, for the sake of simplicity, that the database contains 100 student
records and 1,000 enrolment records. Further assume that of the 1,000 enrol-
ment records only 50 are for moduleCode ‘RDS’. Using some performance
measure, such as the number of record 1/Os to achieve each query implemen-
tation, it is clear that the second method is much more efficient than the first
strategy:

1. a. Read 1,100 records and write 100 x 1,000 records back to disk.

b. Read 100,000 records and produce a table in main memory of some 50
records from which the student names can be produced.
Total = 1,100 + 100,000 + 100,000 = 201,100 I/Os.
Read 1,100 records and form a table in main memory of some 50 records.
. Read 100 records to produce a join of enrolment data with students data.
¢. Produce the student names from the records in main memory.

Total = 1,100 + 100 = 1,200 I/Os

o e

THE PROCESS OF OPTIMISATION

The data-retrieval facilities of SQL are close to what we might expect from a
non-procedural query language. By this we mean that the user can express a
retrieval request in SQL largely in terms of what he or she requires from the
database. The user does not need to get heavily involved in traversing or navi-
gating through the database.

However, since computers are procedural machines, any statement
expressed in non-procedural terms must eventually be translated into some
procedural form. But, for any one non-procedural query there are usually
numerous different ways of achieving the same results procedurally. Hence,
some mechanism must choose between the various procedural alternatives in
terms of some notion of the best transformation for the task. Such a transla-
tion mechanism is known as a query optimiser.

In general terms there are two classes of optimisers used in current RDBMS:
syntax-based (sometimes called heuristics-based) optimisers and statistically-
based (cost-based) optimisers.

Syntax-based optimisers choose an execution plan on the basis of the syntax
of the SQL statement. It will come to its decision on the basis of such things as
the form and order of the conditions in the where clause. This means that the
same logical query expressed in two slightly different ways is likely to experi-
ence two distinct responses in terms of retrieval performance.

In contrast, statistically-based optimisers force queries to undergo a prior
examination stage. The result of this stage is a conversion of the query into a
base or canonical form. This means that two syntactically different but seman-
tically equivalent queries issued to this form of optimiser will be converted to
the same base form. The optimiser then chooses an execution plan based on



30.3.3

OTHER KERNEL FUNCTIONS @ 423

definitions about tables, columns and indexes in the data dictionary together
with statistics about such things as the sizes of files.

One comment we could make about this distinction is that for persons
knowledgeable about their optimiser it is possible to get very good perfor-
mance from a syntax-based optimiser. However, for persons unaware of the
idiosyncracies of their optimiser it is also possible to get very bad performance
from a syntax-based optimiser.

Using a statistically-based optimiser the user cannot directly affect the perfor-
mance of the optimiser. However, a statistically-based optimiser will use more
machine resources than would a syntax-based optimiser. Also, a statistically-
based optimiser is only as good as the statistics maintained by the DBMS. Because
of the overhead involved in generating such statistics, most systems tend to force
the DBA to periodically command the update of statistics held in the catalog.

COMPILED AND INTERPRETED QUERIES

In some DBMS, queries are compiled. In other words, execution plans are
produced via a compilation phase and stored for reuse. Other DBMS take an
interpreted approach. All queries are interpreted at run-time.

As a general rule, compiled queries execute faster than do interpreted
queries. This is because in the case of a repeated query the compilation need
not be done again. However, if the database is subject to many queries of an
ad-hoc nature, then interpreted queries are probably more flexible since they
are not subject to a prior compilation phase.

BACKUP AND RECOVERY

In the case of a disaster, such as disk corruption, the database administrator
(DBA) must recover from previously backed-up data. The DBA will usually have
established a strategy of taking copies of either the whole or parts of the data-
base periodically on some inexpensive storage medium such as magnetic tape.
The DBA will also back-up the transaction log. To conduct such copying, the
DBA will use one of the backup utilities of the DBMS.

In the case of a catastrophic failure, the latest backup copy can be reloaded
from tape to disk and the system restarted.

Some backup utilities demand that the normal DBMS processing halt while
backups are made. Because creating a full backup of a database usually takes a
long time, the DBA will probably run this as an overnight process.

Other DBMS supply incremental backup utilities. These allow the DBA to
take backups while normal processing continues.

SUMMARY

® The data dictionary is at the heart of a DBMS. Being a database, it has a structure
and stores the meta-data relevant to some database
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® Query management involves the syntactic checking of a query, query optimisation
and query execution

® Query optimisation is the process of determining the optimally most efficient execu-
tion plan of a query

DBMS either compile queries or interpret them at run-time

Backup and recovery facilities are important tools for database administration

30.6 @ ACTIVITIES

1. Determine the structure of the system catalog of a DBMS known to you.

2. Examine the query manager of a DBMS known to you and determine whether it
uses a syntax-based or statistically-based optimiser.

3. What sort of backup and recovery facilities are offered by a DBMS known to you?
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