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FUNCTION studentName (S studentType, newValue VARCHAR)
RETURNS studentType
BEGIN
S.fName = newValue;
RETURN S;
END)

31.5 @

USER-DEFINED ROUTINES

The functions defined in the UDT above are examples of user-defined
routines. User-defined routines (UDR) define methods for manipulating
data. UDRs may be defined as part of a UDT or separately as part of a data-
base schema.

UDRs may be a procedure, function or iterative routine specified in some
standard programming language such as C++ or they may be defined in terms
of an extended version of SQL.

A procedure is invoked from an SQL CALL statement and has input and
output parameters defined. A function returns a value and has one output
parameter designated with usually a number of input parameters. An iterative
routine is used to compute aggregate values.

SUBTYPES AND SUPERTYPES

SQL3 allows UDTS to be specified as subtypes of a given supertype using the
UNDER clause.

Example |:|

Hence, we might define an undergraduate UDT to be a subtype of the studentType
class as below:

CREATE TYPE undergraduate UNDER studentType AS (

Multiple inheritance is supported in SQL3 in that a UDT can have more than
one supertype. The names of UDRs may also be overloaded. This enables a UDT
to redefine a method inherited from a supertype.

To maintain compatibility with SQL2 the CREATE TABLE statement still has
to be used in SQL3, even if the table comprises one UDT.
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Example |:| Hence, to create a table using the studentType UDT we could do this in one of two
different ways:

CREATE TABLE students (
info STUDENTTYPE,
PRIMARY KEY studentNo);

CREATE TABLE students OF studentType (
PRIMARY KEY studentNo);

31.7 @ REFERENCE TYPES

SQL2 adheres to the relational model in specifying relationships between tables
in terms of primary-key and foreign-key declarations. In SQL3 the construct of
a reference type is introduced which can be used to define relationships
between row types. Reference types are particularly useful in enabling the idea
of object identity to be emulated in a post-relational form. A reference type has
a type REF and is specified in the base table using the keywords VALUES ARE
SYSTEM GENERATED.

Example |:| In the example below we have created an object identifier in the person table. This
table is referenced by the type studentType in terms of its nextOfKin attribute. This
relationship is then inherited by the students table which is defined on the
studentType.

CREATE TABLE person OF personType (
objectID REF(personType) VALUES ARE SYSTEM GENERATED);

CREATE TYPE studentType UNDER personType AS (
PUBLIC
studentNo INTEGER(6) NOT NULL,
studentName VARCHAR(20) NOT NULL,
nextOfKin REF(personType)
)

CREATE TABLE students OF studentType (
PRIMARY KEY studentNo);

31.8 @ COLLECTION TYPES

SQL3 and proposals in SQL4 allow the definition of collection types. A collec-
tion type can be used to store multiple values in a column and can be used to
nest tables within tables. The following collection types are available in SQL3:



432 @ DATABASE SYSTEMS

® ARRAY - a one-dimensional array with a maximum number of elements

® LIST - an ordered collection that allows duplicates

® SET - an unordered collection that does not allow duplicates

® MULTISET - an unordered collection (sometimes referred to as a bag) that
does allow duplicates

Example |:|

We might modify the definition of a student type as below to include a nextOfKin
attribute which allows a number of values to be stored, in this case, a SET of person
identifiers.

CREATE TYPE studentType UNDER personType AS (
PUBLIC
studentNo INTEGER(6) NOT NULL,
studentName VARCHAR(20) NOT NULL,
nextOfKin SET(personType)
)

STORED PROCEDURES

A number of new statements have been added to SQL3 to make the language
computationally complete. These statements form the SQL Persistent Stored
Module (SQL/PSM) language and can be collected together in a block with its
own variables. Statements include:

® An assignment statement which allows the result of an SQL value to be
assigned to a local variable, an attribute of a UDT or a column

® Conditional statements such as IF ... THEN . .. ELSE and CASE
® Looping statements such as FOR, WHILE and REPEAT UNTIL

® A statement that permits a CALL to another procedure and a RETURN state-
ment that allows an SQL value expression to be used as a return value

TRIGGERS

SQL3 introduces the concept of a trigger and defines a syntax for triggers, as
below:

CREATE TRIGGER <trigger name>

BEFORE : AFTER <trigger event> ON <table name>
[REFERENCING <old or new values alias list>]
[FOR EACH {ROW : STATEMENT}]

[WHEN <trigger condition>]

<trigger body>
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The elements of this syntax are explained below:

® Fach trigger can be given a unique name — <trigger name>

® Fach trigger is declared on a given database table — <table name>
® Triggering events include insertion, deletion and update of a table
°

A trigger has an associated timing: it can be fired BEFORE the event occurs
or AFTER the event occurs

® The trigger body can consist of a number of SQL statements but not trans-
action statements, such as COMMIT or ROLLBACK, or connection state-
ments, such as CONNECT or DISCONNECT

® The trigger body can be executed in one of two ways: a row-level trigger
(FOR EACH ROW) is executed for each row affected by the event; a state-
ment level trigger (FOR EACH STATEMENT) is the default and is executed
only once for each event

® The old or new values alias list allows the body to refer to an old or new row
in the case of a row-level trigger or an old or new table in the case of an
AFTER trigger

SUPPORT FOR LARGE OBJECTS

Contemporary databases need to store high-volume data in the columns of a
table. For instance, a database may contain graphics or textual data. SQL3
defines three special data types for this type of data:

® Binary large object (BLOB) — a binary string that does not have a character
set

® Character large object (CLOB) and national character large object (NCLOB)
— both of which are character strings

Traditionally BLOBs are stored in databases as byte streams and the database
has no information as to the internal structure of the BLOB. This means that
the DBMS is unable to query or perform operations on BLOBs. In SQL3 large
objects can be operated upon using standard string operations such as concate-
nation operators, substring operators, length and position functions.

Example |:|

Below we include an example of how a column might be defined with a BLOB
datatype:

ALTER TABLE staff
ADD COLUMN studentPicture BLOB(10M)

Here we have added a column storing the image associated with a particular
student having a declared size of ten megabytes.
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31.12 @ CASE STUDY: INSURANCE POLICIES

We can use certain features of SQL3 to enrich the semantics of the schema
specification for the insurance policies database introduced in Chapter 11. For
instance, we may introduce a row type for the holder’s address and a number
of subtypes for the policy type.

CREATE TABLE PolicyHolders
(holderNo CHARACTER(4),
holderName CHARACTER(20),
dateOfBirth DATE,
holderAddress ROW(houseNo INTEGER(2),
street VARCHAR(20),
town VARCHAR(20),
postCode ROW(arealD VARCHAR(4), locID VARCHAR(4)))
holderTelNo CHARACTER(12),
PRIMARY KEY (holderNo))
CREATE TYPE PolicyType AS (
PUBLIC
policyNo CHARACTER(4),
holderNo CHARACTER(4))
CREATE Table Policies OF policyType(
currentPremium DECIMAL(S8,2),
PRIMARY KEY (policyNo)
FOREIGN KEY (holderNo REFERENCES PolicyHolders))
CREATE TABLE LifePolicies UNDER Policies
(startDate DATE)
CREATE TABLE CarPolicies UNDER Policies
(regNo CHARACTER(10),
engineCapacity INTEGER,
renewalDate DATE)

The tables lifePolicies and carPolicies inherit the attributes of the Policies table
which is declared to be of type PolicyType.

31.13 @ SUMMARY

® Many contemporary DBMS are based on a post-relational, object-relational or
extended-relational data model. This is a superset of the relational data model

® The current full standard for SQL, SQL3, includes a specification for a number of
features found in post-relational DBMS: row types, user-defined types, user-defined
routines, reference types, collection types, large objects, stored modules and trig-
gers
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324.4

TYPES AND CLASSES

The object model distinguishes between types and classes.

A type has one specification and one implementation. There are two
aspects to a type: a specification and one or more implementations. The spec-
ification details the external characteristics of the type: the operations that
can be invoked on its instances, the properties that can be accessed and any
exceptions that can be raised by specific operations. A type’s implementation
constitutes the internal details of the type and is determined by a language
binding.

The combination of the type specification and one implementation is said
to be a class. A class definition is a specification that defines the abstract behav-
iour and abstract state of an object type.

The abstract behaviour of an object type is specified in its interface defini-
tion. The interface definition specifies its supertypes, its extent and its keys.
The set of all instances of a given type is its extent. A key uniquely identifies
the instances of an object type.

Example [ |

The class Module defines both the abstract behaviour and abstract state of the
Module objects.

CLASS Module {.. .};

3245

SUBTYPES AND SUPERTYPES

The ODMG object model includes the notion of supertyping and subtyping
and the associated process of inheritance. This form of relationship imple-
ments a generalisation—specialisation relationship (Chapter 17).

Example [ |

In the example below SeniorLecturer is a subtype of Professor and Professor is a
subtype of Employee:

INTERFACE Employee {.. .};
INTERFACE Lecturer: Employee {.. .J;
INTERFACE SeniorLecturer : Lecturer{.. .};

This means that an instance of SeniorLecturer conforms to all the behaviours
specified in the SeniorLecturer interface. It also inherits the operations of both
the Lecturer and Employee interfaces.

The colon in the definitions above defines the inheritance of behaviour
between object types. The object model also defines an EXTENDS relationship
for the inheritance of state and behaviour.
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Example |:| In this example a class Person might have attributes such as name and date of birth
which are inherited by the class EmployeePerson. Since EmployeePerson is also
declared to be a subtype of Employee, it would inherit all the operations of this
interface.

CLASS Person{...};

CLASS EmployeePerson EXTENDS Person : Employee {. . .);

3246 PROPERTIES

The OM defines two types of property: attributes and relationships. A user
accesses and manipulates the state of the instances of some class through its
properties.

An attribute is defined on a single object type and takes as its value a literal
or an object identifier.

Example |:| We may define the attributes of the class module as follows:

ATTRIBUTE STRING moduleCode;

ATTRIBUTE STRING moduleName;

ATTRIBUTE SHORT level;

ATTRIBUTE SHORT roll;
All relationships in the object model are binary. In other words, relationships
are defined between two types. Each such relationship has a specific cardinal-
ity: one-to-one, one-to-many or many-to-many. In the interface definition for
a class, traversal paths are defined for each relationship. Traversal paths are
declared in pairs, one for each direction of traversal.

Example |:| Lecturer teaches Module and Module is taught by Lecturer are the two traversal

paths for the relationship teaches. The teaches traversal would be defined in the
declaration for the Lecturer type. The taught by traversal would be defined in the
declaration for the Module type.

To indicate that two traversal paths apply to the same relationship, the
keyword INVERSE is used. On the many side of relationships the objects are
unordered (set or bag) or ordered (list).
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Example |:| A one-to-many relationship between a Lecturer type and a Module type would be
defined in the following way:
CLASS Lecturer {
RELATIONSHIP SET<Module> Teaches INVERSE Module::TaughtBy;
j
CLASS Module {
RELATIONSHIP Lecturer TaughtBy INVERSE Lecturer:Teaches;
j
The two traversal paths specified above indicate that a given lecturer teaches a set
of possible modules while a given module is taught by at most one lecturer.
Referential integrity of relationships is automatically maintained by the DBMS.
Hence, if an object that participates in a relationship is deleted, then any
traversal path to that object is also deleted.
32.47 OPERATIONS
The instances of an object type have behaviour specified in a set of operations.
The object type definition defines a signature for the operation which includes
the operation name, parameters and type of each parameter, and the types of
values returned.
Example |:| For instance, we might define a signature for an operation relevant to the class

Module as below:
VOID increaseRoll(IN SHORT amount);

This operation increases the roll of a Module instance by a set amount.

The parameters of an operation are listed in rounded brackets. Each parameter
has a name and a type. A parameter can also be designated as an input param-
eter (IN), output parameter (OUT) or both (INOUT).

An operation can return an object as its value. If an operation does not
return a value, the operation is prefixed with the keyword VOID.

The object model specifies built-in operations for adding (FORM) and delet-
ing (DROP) instances of relationships and managing the integrity constraints
associated with relationships.
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Example |:|

Hence, given the relationships specified for the class Module as above, two further
operations will be defined for this class:

ATTRIBUTE moduleTaughtBy;
VOID drop_module(IN Module aModule);
VOID form_module(IN Module aModule);

325 @

OBJECT DEFINITION LANGUAGE AND OBJECT QUERY
LANGUAGE

ODL corresponds to the DDL of a conventional DBMS. It constitutes a
language for defining object types in a database. It allows developers to specify
the attributes, relationships and operation signatures but does not permit the
specification of operations. We have implicitly used parts of ODL in illustrat-
ing some of the major constructs of the object model above.

The object query language (OQL) can be used to provide access to an OO data-
base. It can also be used directly to maintain data in object databases, although
this would normally be achieved through the operations specified against objects
in the schema. It uses a syntax closely modelled on SQL2 and can be used as a
standalone query language or as an embedded query language in C++, Java or
Smalltalk. Examples of the use of OQL are provided in Chapter 35.

CASE STUDY: SPECIFYING THE ACADEMIC DATABASE IN ODL

Below we specify part of the schema relevant to the academic database in ODL:

CLASS Module
(EXTENT Modules; KEY moduleCode)
{
/* Define Attributes */
ATTRIBUTE STRING moduleCode;
ATTRIBUTE STRING moduleName;
ATTRIBUTE SHORT level,
ATTRIBUTE SHORT roll;
ATTRIBUTE moduleTaughtBy;
ATTRIBUTE modulePresentedOn;
/* Define Relationships */
RELATIONSHIP SET <Lecturer> TaughtBy INVERSE Lecturer::Teaches;
RELATIONSHIP Course PresentedOn INVERSE Course::Presents;
/* Define Operations */
VOID increaseRoll(IN SHORT amount);
}
CLASS Student
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(EXTENT Students; KEY sno)
{
/* Define Attributes */
ENUM {male, female} sex;
STRUCT studentAddress {SHORT houseNumber, STRING street, STRING area, STRING
city, STRING postCode};
STRUCT studentName {STRING fName, STRING IName};
ATTRIBUTE studentAddress termAddress;
ATTRIBUTE studentAddress homeAddress;
ATTRIBUTE studentName sName;
ATTRIBUTE sex studentSex;
ATTRIBUTE SHORT roll;
ATTRIBUTE DATE DOB;
/* Define Relationships */
RELATIONSHIP SET <Module> enrolledOnModule INVERSE Module::HasEnrolled;
RELATIONSHIP SET<Module> assessedOnModule INVERSE Module::HasAssessed,;
/* Define Operations */
SHORT studentAge(IN DATE DOB);
}

CLASS UndergraduateStudent:Student
(EXTENT UndergraduateStudents; KEY sno)
{
/* Define Attributes */
ATTRIBUTE SHORT sNo;
/* Define Relationships */
RELATIONSHIP SET <Course> registeredOnCourse INVERSE Course::HasRegistered
}

CLASS PostStudent:Student
(EXTENT PostgraduateStudents; KEY sno)
{
/* Define Attributes */
ATTRIBUTE SHORT sNo;
/* Define Relationships */
RELATIONSHIP SET<Lecturer> supervisedBy INVERSE Lecturer::Supervises
}

In this schema we have four class definitions for object types: Module, Student,
UndergraduateStudent and PostStudent. UndergraduateStudent and
PostStudent are subtypes of the object type Student. For each class an extent
(collection of instances) is defined. For instance, the extent of the class Module
is modules. Each class also has a key defined. For example, each instance of the
class module is distinguished from other instances by the value moduleCode.
The state of each class is defined in terms of a number of attribute definitions.
Each class has defined relationships with other classes. The behaviour of each
class is defined in terms of operations.
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32.7 @ SUMMARY

The ODMG standard is an attempt to specify a standard syntax and semantics of
OODBMS. It can be seen as a reaction to the OO database manifesto

The ODMG has the following components: an object model, an object definition
language, an object query language and a set of language bindings

The object model defines the set of modelling constructs
The ODL constitutes a DDL for object databases

The OQL constitutes a DML for object databases

ACTIVITIES

. Specify the class Lecturer in ODMG syntax.

. Determine the degree to which a specific OODBMS known to you satisfies the prin-

ciples of the OO database manifesto.

. Determine the degree to which a given OODBMS known to you is ODMG

compliant.
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Computer Science is no more about computers than astronomy is about telescopes.
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INTRODUCTION

Microsoft Access was designed originally as a desktop DBMS by Microsoft to
compete with other DBMS in this category at the time. The first version of this
product was brought out by Microsoft in 1990. Since that time the Access
DBMS has come to dominate the desktop DBMS market and forms an impor-
tant element of Microsoft’s Office suite of products. The current version of
Access is Access 2002 (O’Leary, 2002).

Microsoft Access is a DBMS designed for use on personal computers. Access
provides facilities for creating tables, queries, forms and reports. Database
applications can be created using the Microsoft Access Macro Language or the
Microsoft Visual Basic for Applications language. Access can be run as a stand-
alone system on a PC or as a multi-user system across a network of PCs.
However, when used as a multi-user environment, Access suffers from some
key limitations. For instance, it lacks a fully-formed method of transaction
management as available in such systems as ORACLE, has key limitations in
terms of the volume of information it can manage satisfactorily and suffers
from the lack of certain constructs essential for good database administration,
such as a system catalog. For these reasons, Access tends to be used mainly for
low-volume, small-to-medium complexity systems with a defined set of no
more than twenty users. When applications grow beyond these levels then
many organisations prefer to use Microsoft’s enterprise level DBMS SQL Server,
often in association with Access front-ends.

The facilities of Access can be divided into two groups: those devoted to data
management (the database kernel) and those devoted to application develop-
ment (the database toolkit). Access has proven popular as a rapid application
development tool. Its ability to construct both database schemas and applica-
tion components such as data entry screens quickly makes it an effective tool
for prototyping information systems. In many projects Access is used to build
early versions of systems as a means of encouraging organisational learning.
Once requirements have stabilised, systems are then frequently up-sized onto
Microsoft’s enterprise level DBMS, SQL Server, or Access is used as a front-end
to other ‘industrial-strength’ DBMS such as ORACLE.

Microsoft Access also provides a number of so-called wizards - facilities
which enable the user to quickly create standard database system objects such
as tables, forms and queries.

In this chapter we review some of the main features of Access in the process
of constructing a simple database application designed to store data about
research publications.

DEFINING SCHEMAS IN ACCESS

A database schema can be defined in Microsoft Access using a graphical user
interface. This interface generates commands in SQL which are executed by the
Access DBMS kernel.
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33.2.1

33.2.2

CREATING A DATABASE

When the Microsoft Access DBMS is started the Microsoft Access dialog box is
displayed. This dialog asks whether the user wishes to create a blank database,
use the database wizard or open an existing database (Figure 33.1).

—Create a new database using

" Blank Access database
L L=y

4/

" Arcess database wizards, pages, and projects

é’? % Dpen an existing Fils:

CkempiviC Supplier Database

ChkemplAddress Sample Database

CiikermplContacts Sample Database

i kempiMorthind Sample Database ;I

Ik I Cancel |

Figure 33.1 Microsoft access dialog box.

The database wizard is a software module which leads the user through the
steps of creating simple table structures. In this section we concentrate on
creating tables without using the database wizard.

Having provided a name for the database, the database window should
appear.

CREATING A TABLE

There are a number of ways of building tables in Microsoft Access. Here, we
concentrate on constructing a table using a design view.

The database window allows you to choose to create a new table, form,
query etc. Suppose the user selects table and clicks on New. The next dialog asks
the user what view he or she wants to work within. Suppose we select design
view.

The user now has to enter the names of the columns for a table under field
name and a data type for each column (text, number etc.) (Figure 33.2). The
description is optional.
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Figure 33.2 Design view for table.

Example |:|

For instance, we might enter the following column names and data types for a table
storing data pertaining to research publications:

e publicationNo, Number

e publicationTitle, Text

e publicationDate, Date/Time
e Journal, Text

e VolumeNo, Number

e |ssueNo, Number

e StartPage, Number

e EndPage, Number

o AuthorNo, Number

33.2.3

DECLARING A PRIMARY KEY

Once all the columns have been entered into the design view a primary key for
the table should be selected, for example, publicationNo. This column or group
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33.24

33.25

of columns is specified as the primary key by clicking on the key icon in the
menu bar. A key symbol then appears alongside this row in the view, indicat-
ing that publicationNo has been specified as the primary key for this table.

SAVING TABLES

To save the structure of a table the user must click on the disk icon in the menu
bar. When prompted for the table name, we might type in publications. Then we
close the design view and we should see publications entered as a table name.

BUILDING RELATIONSHIPS

To illustrate how relationships are built we need to create another table using
the steps above, this time with the following structure:

® AuthorNo, Number
® AuthorName, Text
® AuthorTitle, Text

We give it the name Authors.

To relate two tables together using primary and foreign keys, the user needs
to click relationships on the toolbar. The user should then be prompted with a
show table dialog in which both authors and publications are listed.

We select authors and click add. This table structure is then added to the
relationships window. Next we do the same with publications and choose
close. Both tables should now be present in the window.

To create a relationship between two tables we drag the attribute that we
want related from one table across to the related field in the other table. For
instance, we might click authorNo in publications and drag the field over to the
authors table. A dialogue should appear asking the user whether he or she
wishes to create the relationship. This dialog box also enables the user to spec-
ify referential integrity and a number of associated propagation constraints. For
instance, if we click on the referential integrity box and cascades update and
cascades delete options, the DBMS will enforce a number of rules against this
relationship:

® Whenever an authorNo is entered in the Publications table, a check is made
in the Authors table to see that the relevant authorNo exists

® [f an authorNo is changed in the Authors table then this is reflected in the
Publications table (cascades update)

® [f an author is deleted from the Authors table then all relevant publications
are deleted from the Publications table (cascades delete)

If we choose to create this relationship a line should then appear in the rela-
tionships layout window linking the primary key of the authors table with the
foreign key in the publications table (Figure 33.3).
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Figure 33.3 Relationships window showing relationship.

We then need to exit the relationships layout window and save the rela-
tionships.

MODIFYING FIELD PROPERTIES

Access provides facilities for adding constraints to a table through the field
properties option of the table design view. Constraints are associated with field
properties such as:

Field Property Description Example

Field Size For text, number and auto-number (counter) publicationNo — 10
data types, field size sets the maximum
size for data entered against this field
Format This property permits the user to customise  publicationDate — short
the way data is displayed and printed date - DD/MM/YY
Decimal Places When using numbers, this property specifies volumeNo -0
the number of decimal places to be

displayed
Input Mask An input mask contains the type of isbnNo - 0-000-00000-0
characters to be entered against each 0 - digit; L — letter

character of a field
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33.3 @

33.3.1

33.3.2

33.3.3

Caption Permits a fuller description or title to be publicationTitle — Publication
displayed for the field in reports Title

Default Value A value automatically entered when a volumeNo - 1; issue No - 1
new row is created

Validation Rule Allows the user to specify domain volumeNo - >=1 OR <=100
constraints

Required Allows the user to specify not nulls publicationNo - Yes;
against fields startPage — No

Indexed Sets an index against a field authorNo in publications —

Yes

CREATING A DEFAULT DATA ENTRY/RETRIEVAL FORM IN
MICROSOFT ACCESS

As well as being able to specify database schemas visually, Microsoft Access
allows users to quickly create data entry and retrieval screens for a given data-
base. Hence, a degree of application development can be conducted through
the medium of Access.

WHAT IS A FORM?

A form is a user interface construct used to enter, display or modify data stored
in a database. Within Access, a form can be based on one or more tables. In this
exercise we will build a form based on a single table and concentrate on the use
of a form wizard to build a default form.

CREATING A DEFAULT FORM

Assuming the user has selected the previous database created above, the user
now needs to choose forms off the database window and select new. This time
we shall choose form wizard and select Authors as the table on which the default
form will be built.

The user should then be requested which fields he or she wants on the form.
Select all (double arrow) and click next. When you are asked which layout you
would like, choose columnar and click next. Then you are requested to specify
a style for the form; specify standard and click next. Finally you are asked to
specify a title; type in Authors. Then click on finish. You should then be
presented with a sample form.

On closing the form you will be asked for a name for the form; type in
Authors.

USING A FORM

Enter some fictional data through the authors form. Then choose right-arrow
at the bottom of the form. This will cause the data to be entered into the data-
base. Try entering at least three fictional records into the authors table and
navigating through them using the arrow buttons on the bottom of the form.
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33.4.1

33.4.2
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Now try creating a default form based on the Publications table following
the same steps as above.

Next try entering fictional data into the Publications table.

Try entering an author number into this table which does not currently exist
in the authors table. You should get an error message saying that referential
integrity has been violated.

MODIFYING A FORM

Select forms off the database window and choose the Publications form. Then
select design view for the form. The design view displays a number of controls.
Access refers to any object in a form as a control. A control can be a field, a
calculation, a piece of text, a graph or a picture. The current form should have
a text box comprising the form header. In the form detail there are a number
of control boxes composed of two parts: an attached label which describes a
field in the database (these should currently be the column names in the
Publications table) and a text box which is the field itself. Try changing the
following elements on the form:

® Change the title of the form to Authors Data Entry by selecting the form
header and modifying the text

® Change the labels of the fields by selecting a particular control box in the
form detail and overtyping the label

® Resize author title by selecting the appropriate text box and dragging the
box boundaries outwards. You may need to resize the design view to do this

Then close and save the form.

GENERATING A QUERY AND A REPORT IN MICROSOFT ACCESS

Queries can also be generated quickly in Access using a query wizard.

WHAT IS A QUERY?

A query is a question asked of a database. Microsoft Access uses SQL as its base
language for representing queries. Users of Access can however build queries
without needing to write any SQL directly. It is interesting that a form can be
based on a query as well as on an underlying table. This is similar to the
concept of a relational view.

Queries can also be quickly turned into reports for printing or displaying on
the screen.

CREATING A SIMPLE QUERY USING THE QUERY WIZARD

Select queries off the database window. Then select the query wizard. In
response to the request to specify fields, choose all the fields in the Publications
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33.4.3

33.4.4

33.45

33.4.6

33.4.7

table. Click next. You are requested to specify a title. Type in Simple Publications
Query and click finish. The results of the query should then be presented.

RUNNING A QUERY

From the database window select tables/queries and choose the simple publi-
cations query. Then view the results of the query in datasheet view.

MODIFYING A QUERY

Now choose design view for this query. You will see the current list of fields
included in the query and on what basis they are sorted. Cut startPage and
endPage from the query. Close the query and save it. Reopen it in datasheet
view.

CREATING A REPORT USING THE REPORT WIZARD

Choose reports off the database window and select new. Choose reports wizard
and select authors as the table on which the report will be built. Then click
OK.

You should then be requested which fields you want on the report. Select all
(double arrow). Click next. Then you will be asked to specify any grouping
levels. Ignore by clicking on next. Then you are asked to specify the sort order.
Select descending order on author name. Next you are asked which layout you
would like. Choose tabular. Click next. Then the user is requested to specify a
title style for the form. Specify corporate. Click next. Finally you are asked to
specify a title. Type in Authors report. Then click on finish. You should then be
presented with a sample report.

RUNNING A REPORT

Select reports off the database view. Then double-click on the Authors report.
The result of the report should then be produced in a window.

MODIFYING A REPORT

Select the authors report. Choose design view. In this view you are able to edit
the components on the report.

Modify the title of the report to Authors Report. Also modify the labels for
each of the fields again. Save the report and run the report again.

SECURITY IN MICROSOFT ACCESS

Microsoft Access has two levels of security. The whole database can be secured
by setting a password which is activated when opening the database. A more
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sophisticated form of security can be enacted by enrolling users as members of
groups. By default, Access provides two groups — users and administrators.
However, further groups can be added. Permissions are set against users and/or
groups, such as the ability to be able to read a particular table or amend partic-
ular database forms.

MULTI-USER SUPPORT

As we mentioned in the introduction, Access can be used in a multi-user envi-
ronment. The main ways in which this can be achieved are listed below:

File-server. An Access database can be placed on a server within an organi-
sation’s network so that each user running a copy of the application on
their workstation can gain access to data

Client-server. In a previous version this was achieved via linking Access
tables through an ODBC driver to databases such as those stored under SQL
Server. In Access 2000 an Access project file can be created which can store
items like forms and reports on the client but link to a remote database
through OLE DB (object linking and embedding for databases)

Replication. Changes to an Access application can be replicated from a
central application (known as the Design Master) to copies in numerous
locations across a network. This solution enables the mass deployment of
data via Access databases

® Data access pages. Access 2000 introduces a special type of Web page
known as a data access page. This can be used for viewing or updating data
over some intranet and is stored as an object in an Access database
SUMMARY

Microsoft Access is a desktop DBMS

The facilities of Access can be divided into two groups: those devoted to data
management (the database kernel) and those devoted to application development
(the database toolkit)

Data management facilities include the creation of tables, relationships and
queries

Application development facilities include the production of forms and reports

33.8 @ ACTIVITIES

1.

Run through the steps of producing the schema, forms and reports described in this
chapter.
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2. Consider modifying the schema to handle the following elements: research grants,
research students and various types of publications such as journal papers, confer-
ence papers and books.

3. Modify the interface to produce the necessary data entry forms and reports for
these new aspects of the schema.

33.9 @ REFERENCE
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The folly of mistaking a paradox for a discovery, a metaphor for a proof, a torrent of verbiage
for a spring of capital truths, and oneself for an oracle, is inborn in us.

Paul Valery (1871-1945)

LEARNING OUTCOMES

At the end of this chapter the reader will be able to:

e Describe some of the history of the ORACLE DBMS
e Define Codd’s rules for relational DBMS

e Describe the core features of the ORACLE DBMS

e |llustrate some of the key object-relational features of ORACLE
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INTRODUCTION

The ORACLE relational DBMS was the first commercial version of relational
technology when it was first released in 1977. From this beginning ORACLE
has achieved a predominant position among DBMS vendors. It is possible to
distinguish a number of distinct stages in the development of the ORACLE
DBMS:

® The pioneer phase (1977-84). In this first phase ORACLE established itself as
an ‘industrial strength’ relational DBMS. However, during the 1970s and
early 1980s relational DBMS took second position in the commercial
marketplace to hierarchical and network DBMS. This reflects the develop-
ment of relational technology in general

® The management information (MIS) phase (1984-88). By the mid 1980s rela-
tional DBMS were beginning to make an impact, particularly because of
their ability to support decision support systems (DSS) and management
information systems (MIS)

® The on-line transaction processing (OLTP) phase (1988-92). In the late 1980s
relational DBMS started to address a perceived failing, their ability to
support high-volume transaction-based systems

® The univeral server phase (1992-97). During the 1990s ORACLE had posi-
tioned itself as an object-relational or post-relational DBMS (Chapters 10
and 31), as a DBMS able to handle both standard and non-standard data

® The Internet support phase (1997-2002). ORACLE released version 8 of its
DBMS in 1997. This version extended the post-relational features of the
product and improved its performance and scalability. In 1999 the
company released version 8i which was designed to support Internet appli-
cations

® The data warehousing phase (2002- ). The current version of the DBMS is
ORACLE 9i (Abbey et al., 2002). A particular focus of this product is support
for large data warehousing (Chapter 40) applications

Not surprisingly, ORACLE comprises a set of data management products rather
than one DBMS. Many of such products are priced separately. The vendor also
provides a range of databased application packages for supporting key business
applications such as financials.

CODD’'S RULES FOR RELATIONAL DBMS

During the mid-1980s there was growing concern about the large number of
DBMS claiming to be relational. In response to this, Codd published a number
of rules which attempted to define key features of what a relational DBMS
should offer (Codd 1985a, b). The rules are listed below:
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Rule 0 - Foundation rule. Any system that is advertised as, or claimed to be,
a relational DBMS must be able to manage databases entirely through its
relational capabilities

Rule 1 — The information rule. All information in a relational database is
represented explicitly at the logical level and in exactly one way — by values
in tables

Rule 2 — The guaranteed access rule. Each and every datum (atomic value) in
a relational database is guaranteed to be logically accessible by resorting to
a combination of table name, primary key value and column name

Rule 3 — Systematic treatment of nulls. Null values (distinct from the empty
character string or a string of blank characters and distinct from zero or any
other number) are supported in a fully relational DBMS for representing
missing or not applicable information in a systematic way, independent of
data type

Rule 4 — Dynamic on-line catalog based on the relational model. The database
description is represented at the logical level in the same way as ordinary
data, so that authorised users can apply the same relational language to its
interrogation as they apply to regular data

Rule 5 — Comprehensive data sublanguage rule. A relational system may
support several languages and various modes of interaction. However, there
must be at least one language whose statements are expressible, through
some well-defined syntax, as character strings and that is comprehensive in
supporting all the following: data definition, view definition, data manipu-
lation (interactive and by program), integrity constraints, authorisation and
transaction boundaries

Rule 6 — View updating rule. All views that are theoretically updatable are
also updatable by the system (Chapter 23)

Rule 7 — High-level insert, update and delete. The capability of handling a base
relation or a derived relation as a single operation applies not only to the
retrieval of data but also to the insertion, update and deletion of data

Rule 8 — Physical data independence. Application programs and interface
activities remain logically unimpaired whenever any changes are made in
either storage representations or access methods

Rule 9 - Logical data independence. Application programs and interface activ-
ities remain logically unimpaired when information-preserving changes of
any kind that theoretically permit unimpairment are made to the base
tables

Rule 10 - Integrity independence. Integrity constraints specific to a relational
database must be definable in the relational data sublanguage and storable
in the catalog, not in the application programs
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® Rule 11 - Distribution independence. A relational DBMS has distribution inde-
pendence. This means that users should not be aware that a database has
been distributed

® Rule 12 — Non-subversion rule. If a relational system has a low-level (single-
record-at-a-time) language, that low-level cannot be used to subvert or
bypass the integrity rules and constraints expressed in the higher-level rela-
tional language (multiple-records-at-a-time)

ORACLE as a DBMS scores quite highly on this scorecard — probably with a score
of 10 out of 12. It uses tables as its primary data structure, utilises primary and
foreign key constructs, uses null characters to represent incomplete or missing
data, offers an on-line catalog, uses SQL as its defined interface and permits the
storage of integrity constraints in the system catalog. However, like most
contemporary DBMS, it does not enable full data or distribution independence.

In recent years however, ORACLE, like many other relational DBMS, has
included additional features to those originally specified by Codd. This is
particularly true of the ability to incorporate object-based features within a
relational database system. It is for this reason that we refer to ORACLE as a
post-relational DBMS.

THE ORACLE KERNEL, INTERFACE AND TOOLKIT

As we discussed earlier, modern-day DBMS generally come in three parts:
kernel, interface and toolkit.

The kernel of the ORACLE DBMS comprises a relational database engine
with standard features such as concurrency control, transaction management,
dictionary and query management. Various options for running the kernel are
included in the vendor’s product-set, such as a parallel server (Chapter 38), a
database server in a three-tier client-server architecture (Chapter 36) and a
universal server for documents, audio and video files (Chapter 39). These
kernel options can be accessed through a version of the SQL standard.

Various functions are also bundled as tools in the ORACLE DBMS. For
instance:

® Database administration. ORACLE provides the DBA with functions neces-
sary to create, maintain, start, stop and recover a database

® Application development. ORACLE provides the means of integrating SQL
with standard programming languages such as C, FORTRAN and COBOL. It
also provides development tools for constructing data entry forms, reports
and graphs

® Additional integrity. Recent versions of ORACLE have included facilities for
writing stored procedures and triggers, creating nested tables and defining
user-defined types

We particularly focus on the latter features of ORACLE within this chapter.
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34.4 @ PL/SQL

PL/SQL is ORACLE’s version of a procedural fourth generation language with
embedded SQL (Chapter 25). PL/SQL was first introduced with version 6 of
ORACLE. It was developed with the aim of permitting the construction of
complex database operations completely within the database server. This
means that the server does not need to pass back control to a process after
every SQL operation.

PL/SQL functions can be implemented in non-procedural development tools
such as ORACLE forms. PL/SQL functions can also be packaged as stored
programs on the server. PL/SQL is also used in the definition of database trig-
gers (Chapter 10).

P1/SQL is a block-oriented language. Every PL/SQL block consists of the
following three components:

® Declarative part. Contains the names and data types of variables and
constants as well as cursor declarations

® [Executable part. Contains SQL DML statements embedded in control
constructs such as IF-THEN-ELSE. May also contain commands for transac-
tion management

® Exception handling part. An exception is an error condition defined either by
the user or by the system. Such exceptions can be trapped by a series of
declared ‘exception handlers’

Example [ |

Below we give an example of a simple PL/SQL program:

DECLARE

deptCodeConst lecturers.deptCode%TYPE := ‘CS’,
totalRecs := number(3);

BEGIN

SELECT count(*) INTO totalRecs

FROM lecturers

WHERE deptCode = deptCodeConst;

IF totalRecs > 0 THEN

update lecturers

set deptCode = null

WHERE deptCode = deptCodeConst;
ENDIF;

COMMIT;
EXCEPTION

WHEN no_data_found THEN
INSERT INTO error_log1 VALUES(sysdate, deptCodeConst);
WHEN others
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err_code := sqlcode;
err_text := sqlerrm;
INSERT INTO error_log1 VALUES(sysdate, err_code, err_text),

END;

The PL/SQL block above first counts the number of computer studies lecturers. If
there are lecturers for this department, it then proceeds to set their department
code to null.

34.5.1

SEMANTIC INTEGRITY

ORACLE 7 introduced a number of facilities for embedding semantic integrity
within a relational database. These facilities can be broadly distinguished in
terms of whether they constitute procedural or declarative mechanisms.

DECLARATIVE MECHANISMS

The declarative mechanisms constitute variants of SQL89 syntax for primary-
key, foreign-key and propagation constraints as well as check, unique and
default (Chapter 11). Each such constraint can be given a name and specified
either at CREATE TABLE time or separately using an ALTER TABLE command.
This is a variant of the SQL2 CREATE ASSERTION command (Chapter 12).

Examples |:|

The examples below illustrate the process of declaring constraints in ORACLE:

CREATE TABLE Modules
(moduleName CHAR(15),
level NUMBER(1) CONSTRAINT m_level_1 DEFAULT(1) NOT NULL,
courseCode CHAR(3),
staffNo NUMBER(5),
CONSTRAINT m_pk PRIMARY KEY (moduleName),
CONSTRAINT m_fk FOREIGN KEY (staffNo identifies Lecturers)
ON DELETE RESTRICT
ON UPDATE CASCADE)

ALTER TABLE Modules ADD CONSTRAINT m_level_2 CHECK (level between 1 and 3)

The first example, if issued to an ORACLE DBMS, will create the modules table with
appropriate primary and foreign keys. Note that the primary-key and foreign-key
clauses have been given a name via a CONSTRAINT command. This is useful in that
any infringement of such constraints will then throw up the name of the constraint
in any error message. The second example illustrates how a constraint may be
added to an existing table declaration. Here a CHECK clause is being used to ensure
that the level attribute lies within a given range of values.
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PROCEDURAL MECHANISMS

Integrity is maintained procedurally in ORACLE primarily via database triggers.
A trigger is a procedure written in PL/SQL which is directly assigned to a data-
base table and which is automatically activated by specific actions on that
table. For example, suppose we have an enrolments table which records which
students have enrolled for which modules. Inserting an enrolment record into
this table may activate a trigger which automatically updates the current roll
of a particular module.

An ORACLE trigger is characterised in terms of triggering statements (insert,
update or delete), the trigger timing (before or after) and the trigger type (state-
ment or row trigger). The trigger timing specifies whether the trigger should be
executed before or after the triggering statement. The trigger type determines
whether a trigger should be fired once per statement regardless of the number
of rows affected or each time that row is modified.

Triggers are created using the CREATE TRIGGER command. A database trig-
ger can contain any number of PL/SQL statements, SQL DML operations or
calls to other PL/SQL programs. Triggers can also make use of special IF
constructs that allow structuring of PL/SQL code so that it can handle multiple
events within one trigger.

Triggers are mainly used to:

Enforce complex business rules that cannot be enforced by integrity
constraints

Compute derived column values

Audit database changes

Implement advanced security requirements

Examples D

For instance:

e Ensure that a lecturer must be employed for at least three years before he can
teach at MSc level

e Compute an increment point based upon the start date and status of a lecturer
e Record all changes made to the students table in a journal

e Ensure that a student evaluation cannot be changed by a lecturer

Below we define the general structure of a trigger definition:

CREATE TRIGGER <trigger name>

BEFORE/AFTER trigger timing

INSERT OR

UPDATE [OF <column1>, <column2>, ...] OR trigger event
DELETE
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ON <table name>
{FOR EACH ROW} trigger type
{WHEN <condition>} trigger restriction

<PL/SQL code>
END;

Examples |:|

Below we give an example of a statement level trigger and a row level trigger:

CREATE TRIGGER lecturer_delete_trig
AFTER DELETE
ON Lecturers
BEGIN
IF TO_CHAR(sysdate, ‘HH24') > 13 THEN
RAISE_APPLICATION_ERROR(-20010,'Not allowed to delete a lecturer now’);
END IF;
END;

This trigger raises an application error if we attempt to delete a lecturers row after
1 o’clock.

CREATE OR REPLACE TRIGGER student_update_row

BEFORE UPDATE

OF totalGrant

ON Students

FOR EACH ROW

BEGIN
IF :new.totalGrant < :old.totalGrant THEN
:new.feecompensation := :old.totalGrant — :new.totalGrant;
END IF;

END;

Assuming the structure of the students table is as follows:
Students(studentNo, studentName, totalGrant, feeCompensation)

this trigger updates the feeCompensation column depending on the relationship
between the value for totalGrant currently stored and that being entered.

OBJECTS IN ORACLE

ORACLE supports the construct of an object type and closely follows the SQL3
syntax for specifying such types. Object types can be used in ORACLE for such
purposes as:
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SPECIFYING USER-DEFINED TYPES

A user-defined type is a customised data type defined for using in a particular
set of applications.

Example [ |

Suppose we wish to create an address as a specialised data type. We might
specify it as follows:

CREATE OR REPLACE TYPE addressType AS OBJECT (
HouseNumber INTEGER(4),

Street VARCHAR2(50),

Town VARCHAR2(50),

County VARCHAR2(50),

PostCode VARCHAR2(10))

34.6.2

We can then use this in create table statements or PL/SQL blocks as a valid data
type.

CREATING NESTED TABLES

Obiject types can be used to nest tables within tables.

Example |:|

Suppose we wish to nest line-item information within an orders table. This might
be specified as follows:

CREATE OR REPLACE TYPE ItemType AS OBJECT (

ItemID INTEGER,

Qty INTEGER)

CREATE OR REPLACE TYPE lineltems AS TABLE OF ItemType

CREATE TABLE Orders (

OrderID INTEGER PRIMARY KEY,
OrderDate DATE,

Lineltem lineltems)

34.7 @ SUMMARY

® ORACLE is a relational DBMS with a robust kernel for medium to large-scale data-
base applications

® ORACLE uses SQL as its database sublanguage

® ORACLE offers a range of tools for database administration and application devel-
opment
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® ORACLE provides a procedural fourth generation language with embedded SQL
known as PL/SQL

® ORACLE provides a range of ways of implementing inherent and additional integrity
including the use of triggers and stored procedures

® ORACLE 8, the current version of the DBMS, offers a number of SQL3 compliant
object-relational features

34.8 @ ACTIVITIES

1. Explain what the following two statements are doing:

ALTER TABLE lecturers ADD CONSTRAINT L_status_1 CHECK (status IN ('L’,;SL’,'PL’));
ALTER TABLE Modules ADD CONSTRAINT L_staffNo_1 CHECK (staffNo BETWEEN 100 AND 999);

2. Write a constraint that the salaries of relevant staff should be in the following

ranges:
status min. salary max. salary
L £15,000 £20,000
SL £20,000 £28,000
PL £27,000 £34,000

Hint: CHECK((salary BETWEEN 15000 AND 20000 AND status = ‘L’) OR ...)
3. Explain what you think the following trigger definition is doing:

CREATE TRIGGER lecturer_del_cascade
AFTER DELETE ON lecturers
FOR EACH ROW
BEGIN
DELETE FROM modules
WHERE modules.staffNo = :old.staffNo;
END;

/

34.9 @ REFERENCES
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| believe in getting into hot water; it keeps you clean.

G.K. Chesterton (1874-1936)

LEARNING OUTCOMES

At the end of the chapter the reader will be able to:
e Describe a number of different approaches to implementing an OODBMS

® Discuss some of the key features of the O, DBMS
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INTRODUCTION

An OODBMS is a piece of software designed to implement object-oriented
constructs as described in Chapters 8 and 17. Object-orientation represents the
amalgam of behaviour as traditionally implemented via programming
languages and data as traditionally implemented in database systems. Hence,
there are a number of strategies that may be used for implementing an
OODBMS:

® Extended programming languages. One approach is to extend an OO
programming language, such as Smalltalk, C++ or Java, with database capa-
bilities. This is the approach taken by the Gemstone DBMS

® [Extensible libraries. Another approach is to provide extensible OODBMS
libraries. This differs from the approach above in that rather than extending
the language, the system merely provides class libraries to support DBMS
characteristics such as persistence. This is the strategy employed by the
Ontos, Versant and Object Store DBMS

® Embedded constructs. This approach involves embedding OO database
language constructs in a conventional host language. This is the approach
taken by the O, DBMS described in this chapter. O, provides embedded
extensions for the programming language C

® FExtended database sublanguage. This approach involves extending an exist-
ing database sublanguage with OO facilities. This is the approach taken in
the SQL3 standard (Chapter 31)

® Novel data model. This involves developing a novel data model and database
sublanguage. This is the approach that is taken in much of the semantic
data modelling literature (Chapter 10)

We concentrate on the third of these strategies in this chapter by reviewing the
key features of the O, DBMS.

HISTORY

The O, system is an object-oriented DBMS which was designed and imple-
mented between 1986 and 1989 by Altair, a French, non-profit-making body
consisting of a number of research organisations (Bancilhon et al., 1992). A
commercial product was launched in 1991. The aim of the O, project was to
develop a complete DBMS which could be seen as an advance on relational
technology. The current version of O, is version 5.0.

O, DATA MODEL

O,, being a DBMS that adheres to the object-oriented paradigm, utilises many
of the concepts discussed in Chapter 8. As a member of the Object Database
Management Group, O, is also ODMG compliant (Chapter 32).
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A database system created using O, consists of objects that have identity and
that encapsulate data and behaviour. Objects are defined in terms of classes
organised in multiple inheritance hierarchies.

Examples D A number of examples of O, objects are given below:

i0: TUPLE(moduleName: ‘Relational Database Systems’,
level: 1,

roll: 0,

courseCode: i2,

staffNo: LIST(i1, i5))

i1: TUPLE(staffNo: 4324,
staffName: ‘Beynon-Davies P’,
status: ‘PL’)

i2: TUPLE(courseCode: ‘CSD’,
courseName: ‘Computer Studies Degree’)

These objects are made up of pairs of identifiers and values. i0, i1, i2 etc. are
system-generated identifiers. The object i0 has a value of type tuple which in
turn is made up of identifiers, attribute names and values. Note that some of
these values are identifiers to other objects.

35.4 @ CLASSES

Objects are instances of a class. Classes in O, are characterised by having a
name, a type and methods. Methods define the external interface to an object.

The type of a class describes the structure of the values encapsulated by
objects. Types are constructed using a number of atomic types and construc-
tors such as tuple and list.

Example |:| TUPLE(moduleName: STRING,
level: INTEGER,
roll: INTEGER,
courseCode: Course,
staffNo: LIST(Lecturer))

defines the type of the class module. Note that domains can be atomic types such
as string and integer or instances of a class such as course and lecturer.

A class is created in O, by using the add class command.
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Example |:|

ADD CLASS module
TUPLE(moduleName: STRING,
level: INTEGER,

roll: INTEGER,

courseCode: Course,

staffNo: LIST(Lecturer))

35.5 @

PERSISTENCE

Objects are made persistent in O, by defining names as ‘handles’ for applica-
tions. Defining a name for an object involves using data definition commands
such as add name.

Example |:|

ADD NAME relationalDatabaseSystems: module

Here we are persistently associating the name relationalDatabaseSystems with
the class module. The name relationalDatabaseSystems is then a global name
for an object in the module class. If we then associate this name with the object
i0 declared in section 35.3 then not only the values of i0 but also the objects
i1, i2 and i5 will be made persistent, since any object or value referred to by a
named object is made persistent.

METHODS

Methods are defined in two stages. First the developer must specify a method’s
‘signature’ to O, using the add method command.

Example [ |

ADD METHOD increaseRoll(amount: integer) IN CLASS module

35.7

This method will be used to increment the module roll by a given integer
amount. The body of a method is defined in an application language such as
CO, - the standard programming language C supplemented with an object-
oriented layer.

SUBTYPES AND INHERITANCE

An inheritance hierarchy can be defined in O, using a variant of the add class
command.
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Example |:|

ADD CLASS partTimeLecturer INHERITS, academicStaff, partTimeStaff

O

Here a part-time lecturer class is defined as inheriting all the attributes and
methods of the academic staff and part-time staff classes.

DATA MANIPULATION

Data maintenance is conducted in O, via methods. Methods are implemented
in an applications language such as CO,.

Example |:| The method below implements the increaseRoll function defined as a signature in
section 35.6:
BODY increaseRoll(amount: integer) IN CLASS module
co2 {*self.roll + = amount;}
Here the value of the object to which the method is applied is written *self. The
+= operator increases the value of the roll attribute by the given amount. In O,
you apply a method to an object by sending a message.
Example [ | The message
[relationalDatabaseSystems increaseRoll(30)]
will activate the method declared above and increase the roll for
relationalDatabaseSystems by 30.
Within CO,, objects are created using the command new.
Example |:| relationalDatabaseDesign = new(module).

To assign values to such a new object we would write:

*relationalDatabaseDesign = tuple(moduleName: ‘Relational Database Design’,
level: 2,

roll: 0,

courseCode: CSD,

staffNo: LIST(234))
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35.9 @

QUERY LANGUAGE

O, also has an in-built query language known as OQL (object query language).
The syntax of OQL is SQL-like.

Examples | |

Some OQL queries are provided below:

SELECT m.moduleName
FROM m IN module
WHERE level =1

This query extracts the names of all instances in the class module that are level 1.
TUPLE(roll: relationalDatabaseSystems.roll, level: relationalDatabaseSystems.level)

Here we are extracting the current roll and level of the object named
relationalDatabaseSystems.

SELECT TUPLE(module: m.moduleName, lecturer: |.staffName)
FROM m IN module, | in lecturer
WHERE |.status = ‘PL" AND m.roll > 30

This query will retrieve names of Principal Lecturers (PL) that are teaching modules
with more than 30 students.

.10 Q)

APPLICATIONS PROGRAMMING

An O, application program is made up of programs and global variables. An
application program differs from a method in that it is not attached to a class
and contains transaction management commands. A program'’s body is written
in CO,. A global variable is used to store temporary data that exists during the
session that an application is running.

Applications are added to an O, database using the add application
command.

Example [ |

ADD APPLICATION moduleAdministration
Variable

accessDate: Date

PROGRAM

modulelnformation(modules: LIST(module)),
updateStaff().

35.11 @

O, ARCHITECTURE

The O, system is made up of seven modules:
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® OOPE - provides facilities necessary for the development of applications; it
particularly emphasises graphical construction of applications

® [LOOKS - an interface generator, responsible for managing the screen, the
display of objects and interactions with the object manage; it allows
straightforward interfaces and user dialogs to be built quickly

® [anguage processor — handles DDL commands, updates the schema via the
schema manager and compiles methods

® Query interpreter — handles queries written in OQL and executes them with
reference to the schema and object managers

® Schema manager — responsible for managing information about classes and
methods

® Object manager — converts between objects in the O, data model and their
disk representation

® Disk manager — responsible for disk I/O

O, is normally installed on a client-server configuration (Chapter 36). A work-
station and server version of O, exist, each having an identical interface but
different functionality. The workstation version is single-user and memory-
resident. The server version is multi-user and disk-oriented. Workstation
systems will primarily be involved in running OOPE, LOOKS and/or the query
processor. The server system is particularly concerned with running the disk,
schema and object manager.

SUMMARY

® O, is a commercial OODBMS and constitutes an offshoot of a French research
project

® O, adheres to the ODMG OODBMS standard
® 0, schemas can be expressed in terms of objects, classes and methods

® Applications can be created using CO,, OOPE and LOOKS

ACTIVITIES

1. Create a class for the class Lecturer using O, syntax.
2. Write an OQL query that lists all the lecturers having PL status.
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